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ABSTRACT 

The 2018 ESA ExoMars mission will land a rover on 
the Martian surface with the aim of establishing if life 
ever existed on Mars. To maximise the number and 
variety of sites visited by the mission, the rover will be 
fitted with a Mobility subsystem designed to allow it to 
autonomously traverse previously unseen terrain with 
minimal assistance from Earth. Airbus Defence & Space 
Ltd. is responsible for the development of the ExoMars 
Rover Vehicle and its autonomous Mobility subsystem. 
Thales Alenia Space – Italia is the industrial prime.  
This paper describes the overall Mobility subsystem 
(i.e. both the GNC and locomotion subsystems) with its 
hardware and GNC algorithms. It presents the sensors 
and actuators developed for this specific mission as well 
as the breakdown of the algorithms into modes and SW 
modules. The algorithms are described and tests results 
from both the Airbus DS Mars Yard and a numerical 
simulation environment are shown. 
 

1. ARCHITECTURE OVERVIEW 

A vital element of the rover autonomy, required to meet 
the range/average speed requirements of the mission, is 
its Mobility subsystem. Indeed this is a key 
technological objective for Europe.  

 
Figure 1 presents the Mobility subsystem architecture. 
In outline, it is comprised of the following functions: 
• Absolute Localisation  
• Perception 
• Navigation 
• Path Planning 
• Relative Localisation  
• Visual Localisation 
• Wheel Odometry 
• Trajectory Control  
• Locomotion Manoeuvre Control  
• Traverse Monitoring 
These functions are implemented as distinct algorithmic 
modules, described in more detail later. The modules 
are not modes, as a mode may make use of several 
modules (or sub-elements of a module). This can lead to 
some confusion, particularly when discussing 
Navigation which is an algorithm module and a mode.  
 

An outline of the software operational modes for the 
Mobility subsystem is presented in Figure 2. 
The functional architecture of the Mobility subsystem is 
designed as a stack allowing ground to command at 
various different levels (path, trajectory parameters or 
direct drive of the actuators). This provides a maximum 

Figure 1. Mobility Subsystem Functional Architecture 
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flexibility during the mission. A detailed overview of 
the functional architecture of the Mobility subsystem, 
including the drivers and trade-offs, has already been 
presented at ASTRA 2013 [2] and is not repeated here. 
 

 
Figure 2. Mobility Operational Modes 

 
A summary of key Mobility subsystem performance 
requirements is provided in Table 1. This table does not 
include requirements related to science operations, for 
which the algorithm development is future work. 

 

Parameter Value 
Average Driving Speed 14 m/h  (full autonomy) 
Range accuracy (from 

target) 
7m  (after 70m traverse) 

Heading accuracy 15°  (after 70m traverse) 
Heading knowledge 5°  (after 70m traverse) 
Table 1. Mobility Performance Requirements 

 
2. HARDWARE 

The baseline design of the rover, at the current phase in 
April 2015, is shown in Figure 3. 
 

The hardware significant to the Mobility subsystem is 
outlined below: 
• Deployable Mast Assembly (DMA), including the 

Pan and Tilt mechanism which reorients the 
Navigation cameras. 

• Cameras (stereo pairs) 
- Navigation cameras (also used to measure the 

Sun position). 
- Localisation cameras. 

• Inertial Measurement Unit (IMU) – not visible in 
Figure 3 as it is accommodated within the rover 
body. 

• Locomotion Subsystem – industrialised separately 
as the Actuator Drive Electronics (ADE) and the 
Bogie Electro Mechanical Assembly (BEMA), 
which provide the rover with the actuator level 
control and capability (respectively) to steer and 
drive the rover during the mission, as well as to 
deploy the legs after landing. 

• Note: Sun-sensing (previously supplied by a 
dedicated Sun sensor) is now provided via 
processing of an image provided by the Navigation 
cameras. 

 

 
Figure 3. Rover Baseline Design 

 
 
Due to their importance to the function and performance 
of the autonomous mobility, the remainder of this 
section focusses on the cameras and the IMU. Although 
critical to the performance of the rover on Mars, the 
Locomotion subsystem does not drive the design of the 
Mobility algorithms – its performance capabilities 
effectively become constraints (applied by the 
Navigation module) to the solution space for Path 
Planning as well as constraining the possible range of 
axis commands allowed (e.g. steering angles). The 
locomotion subsystem performance is of importance 
during tuning of the Mobility subsystem. 
 
2.1. Navigation and Localisation Cameras 

The Navigation and Localisation cameras are being 
designed and implemented by Neptec Design Group 
(NDG). Due to similarities in functional, performance, 
and environmental requirements, the Localisation 
cameras and Navigation cameras will be of the same 
design. The ExoMars Camera (EXMC) is shown in 
Figure 4. 
 
EXMC is a stereo camera, with a mass less than 800g, 
peak power consumption less than 2.5W, automatic 
distortion correction and the ability to survive the harsh 
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Martian environment without heaters. The EXMC has 
been designed to operate and provide consistent 
performance between -50°C and +40°C and to 
accommodate a storage temperature between -120°C 
and +125°C (the upper limit driven by biological 
cleaning, specifically Dry Heat Microbial Reduction, 
DHMR). 

 
Figure 4. ExoMars Camera [1] 

 
Key characteristics and performance measures of the 
EXMC are summarized in Table 2 below. 
 

Parameter Value 
Overall Dimensions 290 mm x 82 mm x 79 mm 

Mass    < 800 g 
Power Consumption < 2.0 W                     (standby) 

< 2.5 W                     (operation) 
Temperature Range -120°C to +125°C      (storage) 

- 50 °C to + 40°C       (operation) 
Stereo Baseline 150 mm 

Image Resolution 1024 x 1024 
Exposure Type Global Shutter 
Exposure Time 1 ms to 1000 ms 

F-Number f/8 
Focal Length 4.0 mm 

Data Interface Spacewire 
Table 2. EXMC Characteristics and Performance [1] 

 
In addition to the tolerance of the harsh Martian 
environment, the EXMC is also unique in that it uses a 
global-shutter, 1024 x 1024 resolution, Complementary 
Metal Oxide Semiconductor (CMOS) image sensor, 
where previous flight cameras have used either Charge 
Coupled Devices (CCD) or rolling shutter CMOS 
sensors. The need for a high-speed, global-shutter image 
sensor is driven by the rover requirement for imaging 
during high-speed traverse. 
Using the on-board FPGA, the EXMC is able to output 
calibrated and distortion-free images to the ExoMars 
Rover Vehicle On-Board Computer (OBC).  The ability 
of the EXMC to perform correction “on-the-fly” on all 
images provided to the OBC is critical to enable the 
localisation algorithm to complete in the allocated time 
to maintain the required vehicle speed.   
Transfer of the collected images and communication 
between the OBC and the EXMC is via a Spacewire 
interface. 

Figure 5 shows the CCA in the ‘unfolded’ configuration 
of the EXMC DM, attached to its card-carrier frame for 
manufacturing. It is currently in its initial testing phase. 
 

 
Figure 5. EXMC Circuit Card Assembly (CCA) [1] 
 
2.2. Inertial Measurement Unit  

The IMU is being designed and implemented by Thales 
Alenia Space UK (TAS-UK). The Gyroscope is an 
evolution of MEMS Rate Sensor (MRS), which has 
flown on Cryosat-2 (passenger payload). It uses one 
SGH015 MEMS rate detector (SSSL) and one QA3000-
10 accelerometer (Honeywell) per measurement axis. 
All in-unit processing is performed by an RTAX 2000. 
 

Parameter Value 
Overall Dimensions 290 mm x 82 mm x 79 mm 

Mass    < 1800 g    (total design) 
Power Consumption < 9.7 W                   (peak) 
Temperature Range -45°C to +125°C     (storage) 

-40°C to + 50°C      (operation) 
Data Interface RS422 

Gyroscope 
ARW 0.2 °/√hr   (1σ) 

Gyro Bias Stability 3 °/hr   (1σ) 
Thermal bias 

variation 
0.005 deg/s/°C  (3σ) 

Scale factor 2500 ppm  (3σ) 
Accelerometer 

Measurement noise 50 µg_Earth  (3σ) 
Bias uncertainty 550 µg_Earth (3σ) 

Scale factor 500 ppm  (1σ) 
Table 3. IMU Requirements Summary 

 
Some of the challenging mission specific requirements 
are:  
The mass budget for the IMU is 1.8kg (including 
redundancy). The mission requires cold redundancy of 
gravity vector measurement capability. To meet this, 
TAS-UK provides two full (non-redundant) IMUs.  
The thermal requirements for the IMU (although less 
severe than those of the EXMC, as this unit is 
accommodated within the rover) exceed those seen in 
typical satellite missions, ranging from -45°C (non-
operational) to +125°C (for DHMR). 



 

 
The unit is approaching CDR but, due to the maturity of 
the rate detector and reuse of significant elements of 
MRS FPGA design, early testing has been feasible even 
prior to PDR. The prototype Front End Boards (FEB) 
are shown on a rate table at the premises of TAS-UK in 
Figure 6. 
 

 
Figure 6. IMU Front End Board Prototypes in Test. 

Picture courtesy of TAS-UK. 
 
 
2.3. Remaining Hardware Relevant to Mobility 

For completeness, the other hardware relevant to the 
Mobility subsystem is being procured as follows: 
• ADE - designed and implemented by Thales Alenia 

Space Espania.  
• BEMA - designed and implemented by McDonald, 

Dettwiler & Associates, Canada. 
• DMA - designed and implemented by RUAG 

Space. 
 
 
3. CAMERA AUTO-EXPOSURE 

When stereo images are acquired, an auto-exposure 
algorithm is used to decide whether the images are 
adequately exposed, or whether new images should be 
taken with improved camera settings. The aim of the 
auto-exposure algorithm is to maximise the amount of 
image data available for the subsequent image 
processing algorithms to analyse. Note that image 
masking is used to ignore all visible parts of the rover 
when applying the auto-exposure algorithm. 
Furthermore, horizon estimation is used to ignore all 
regions of visible sky. Such techniques ensure that the 
camera settings are tailored to provide the best exposure 
for the regions of terrain only, which are the areas of 
interest for the subsequent image processing algorithms. 
 
 

4. PERCEPTION 

The role of the perception system is to analyse a pair of 
stereo images and produce a disparity map [3]. A 
disparity map describes the apparent shift in 
corresponding pixels between a pair of stereo images, as 
illustrated in Figure 7. Pixels corresponding to objects 
close to the cameras will exhibit a larger disparity than 
pixels corresponding to objects farther away (note that 
within Figure 7 features closer to the cameras appear 
brighter within the disparity map, denoting larger 
disparity values). For each disparity map pixel, the 
magnitude of the disparity may be used to transform, 
through triangulation, the 2D pixel location into a 3D 
point in space. A 3D model of the terrain can therefore 
be generated in the later stages of the navigation 
pipeline. The rover stereo cameras are separated by 
150mm (the ‘stereo baseline’). Each camera provides an 
image with a resolution of 1024 by 1024 pixels and has 
a square field of view of 65 degrees. 
 

 
Figure 7. Reference and Algorithmic Disparity Maps 

 
The perception system must produce a disparity map 
accurate enough to adequately represent a specified 
region of terrain such that the Navigation module can 
determine its safety. The perception system must also 
execute fast enough on the flight hardware in order to 
meet system level requirements for the distance the 
rover must be able to drive during one sol. Each call of 
the perception system must take less than 20 seconds to 
run on the ExoMars Rover 96MHz LEON2 co-
processor.  
 
As illustrated in Figure 8, a multi-resolution approach is 
used to maximise the amount of terrain covered by the 
disparity maps whilst mitigating the adverse processing 
time implications of using high resolution images. A 
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Laplacian of Gaussian filter is used to produce gradient 
images before the stereo-correlation algorithms attempt 
to calculate disparity values. A sum of absolute 
differences correlation algorithm is then used to scan the 
stereo images horizontally to detect disparity values to 
the nearest pixel. Subsequently, a linear sub-pixel 
interpolation method is employed to calculate decimal 
disparity values. Finally, disparity map filtering is 
applied to remove any erroneous values from the raw 
disparity map to produce the final, filtered, multi-
resolution disparity map. 
 
 

 
Figure 8. Perception System Architecture Overview 

 
 
5. NAVIGATION MODULE 

At each navigation stop, the Navigation module creates 
the maps used by the Path Planning module and the 
Traverse Monitoring module (see Figure 9).  
 
Each resolution area of each of the three disparity maps 
generated by the Perception module is individually 
transformed into a DEM-based terrain model. These 
terrain models are then merged into one location terrain 
model, containing three DEMs: 
• Estimated mean elevation of each cell 
• Estimated minimum elevation of each cell 
• Estimated maximum elevation of each cell 

The maximum and minimum elevations are derived 
using statistical methods taking into account the 
expected accuracy of the stereo correlation process, the 
amount of data available in each cell and the geometric 
properties of the stereo bench.  
 

The terrain model is then analysed with respect to the 
capability of the rover to safely traverse it. In this 
process, the values of several attributes are estimated. 
These attributes allow a conclusive evaluation of the 
known terrain with respect to rover safety and the level 
of difficulty experienced when traversing it. Some of 
these attributes are fully defined by just the terrain (e.g. 
maximum step height); others take into account the 
rover’s locomotion system (e.g. rover clearance and 
rover tilt angle). The results are summarised in a 2D 
map with Cartesian grid, which is called terrain feature 
map. 
 

Taking into account the capabilities of the locomotion 
system, the location navigation map is derived. It 
specifies traversable, non-traversable and unknown 
areas. Moreover cost values are defined for traversable 
areas based on how difficult and risky traversing it will 
be. This local map containing the information gathered 
at the current navigation stop is then merged into a 
persistent map (region navigation map) containing the 
data gathered at previous navigation stops. 
From this persistent map the outputs of the module are 
generated, as there are: 
• Finalised region navigation map: A Map 

specifying areas the Path Planning module is 
allowed to plan the path sequence to the next 
navigation stop through, areas the Path Planning 
module is allowed to plan the long-term path 
sequence through and areas the rover is not allowed 
to plan path sequences through as well as cost 
values for the plannable areas.  

• Escape boundary: Map specifying sensible end 
points for the long-term path sequence. 

• Traverse monitoring map: A map specifying 
areas the rover position estimate is allowed to enter 
and areas it is not allowed to enter. This is used by 
the Traverse Monitoring module.  

 

All the outputs take into account the expected 
performance of the Relative Localisation module and 
the Trajectory Control module. For example, an area of 
unknown or non-traversable terrain in the persistent 
region navigation map will lead to a slightly larger area 
of terrain the rover position estimate is not allowed to 
enter in the traverse monitoring map. This is due to the 
uncertainty experienced in the position estimate when 
driving the next path sequence. The same area will lead 
to a yet larger area the Path Planning module is not 
allowed to plan a path sequence through in the finalised 
region navigation map. This is the case because – due to 
disturbances – the controller will not be able to 
permanently keep the position estimate perfectly on the 
planned path. 



 

 
Figure 9 Navigation Processing Overview 

After driving the path generated by the Path Planning 
module, the uncertainty in the estimate of the rover’s 
position and attitude has increased. This leads to an 
increase of the position uncertainty of previously 
mapped areas relative to the rover. Therefore, at the 
next navigation stop, the Navigation module updates the 
persistent region navigation map to take this uncertainty 
into account. 
 
6. PATH PLANNING 

At each navigation stop, the Path Planning module plans 
the next path sequence to be driven by the Trajectory 
Control module. The planned path sequence is up to 
2.3 metres long and consists of smooth curves and point 
turn manoeuvres (in which the rover will change its 
heading on the spot without linear displacement). 
 
Unless the rover is close to the target, the majority of 
the terrain between the rover and the target is unlikely to 
have been classified. Therefore the Path Planning 
module selects the point on the escape boundary that it 
determines is most likely to yield a sensible onward 
route to the target. This point is termed the escape point. 
The Path Planning module then plans a route across the 
finalised region navigation map to the selected escape 
point. This route is planned such that: 
• Areas of the finalised region navigation map that 

are unknown or deemed as non-plannable are 
avoided. 

• The costs in the finalised region navigation map 
cells that the route crosses are minimised. 

• The path sequence generated from the start of the 
planned route is compatible with the dynamics and 
manoeuvrability of the rover. 

 
The possible manoeuvres that make up the start of the 
route are strictly limited. This ensures dynamics 
compatibility and allows the route to be planned rapidly 
on the rover’s constrained computational resources. 
At the start of the route there can either be no point turn, 
or a point turn of any 45 degree heading increment. 
After this, the planned route will consist of three smooth 
curves. The curvature of these is constrained to being 
either a straight line or one of four possible curvatures 
to either side, up to a maximum of 0.7 rad/m (which is 
half of the rover’s maximum curvature capability to 
ensure actuator freedom for the control system to 
correct disturbances). 
 
The planning is performed by executing an A* search 
algorithm across a single hybrid search graph. This 
consist of lattice edges and nodes that represent the 
point turn and the smooth curves, and classical 
rectilinear grid edges and nodes overlaid on the finalised 
region navigation map for the section of the search 
between the end of the smooth curves and the escape 
point. 



 

Once the route is planned, the optional point turn and 
the first two smooth curves are output to the Trajectory 
Control module as the path sequence to be driven. The 
third smooth curve and the rectilinear section of the 
route are not output. They are included in the planning 
to ensure that the planner makes sensible long term 
decisions. 

 
Figure 10. Illustration of the Path Planning Algorithm 

 

7. LOCALISATION 

The objective of the localisation system is to estimate 
the rover’s position and attitude with respect to the Mars 
surface. An initial absolute reference position is 
expected from ground. Two main modules allow this 
functionality: The Absolute Localisation module 
estimates the attitude when the rover is not moving; the 
Relative Localisation module estimates the position and 
attitude while the rover moves across the terrain. 
 
7.1. Absolute Localisation 

The roll and pitch are estimated with respect to the local 
gravity vector. The measured Sun direction in 
combination with the local gravity vector is used in 
order to estimate the rover’s heading angle with respect 
to the Mars local eastern direction. The heading 
estimate is only performed at the start or the end of the 
day to ensure low Sun elevation (i.e. good angular 
separation between measured vectors). The roll and 
pitch angle updates are performed every time the rover 
stops (i.e. to perform the navigation function at the end 
of each path) which eliminates the propagation of error 
from the Relative Localisation roll and pitch estimates. 
 
7.2. Relative Localisation 

The Relative Localisation module estimates the rover 
position and attitude at high frequency while it traverses 
the terrain in order to allow Trajectory Control to keep 
the rover on the path. 

VisLoc (Visual Localisation) provides Relative 
Localisation with position and attitude estimates 
obtained by tracking features in consecutive images 
taken by the localisation cameras. These estimates are 
generated at a lower frequency due to the high 
computational cost of the image processing.  
VisLoc is procured externally. It is an industrialisation, 
by SciSys Ltd., of Visual Odometry algorithms 
developed by Oxford University. Its design is based on 
feature points tracking between two different frames, 
enabling the system to produce position and attitude 
estimates by understanding how the different points 
move in the image. 
The gyro rates measurements are used to propagate the 
attitude of the rover between consecutive VisLoc 
samples. The WheelOdo (Wheel Odometry) module 
uses locomotion sensors (wheel drive rates and steering 
angles) to estimate position increments which are used 
in combination with the gyro propagated attitude to 
propagate the position estimate between consecutive 
VisLoc samples.  
Due to the nature of the Martian surface (sand slopes 
and rocks) high slippage is expected while the rover 
travels. The slippage cannot be detected by wheel 
odometry, which would translate into a drop in accuracy 
of the position estimate between VisLoc samples. 
Figure 11 illustrates this effect while the rover is 
traversing a 20 degree slope. The upslope direction is 
along the positive Y axis. 

 
Figure 11. Position Estimate without Slippage 

Correction while Traversing a Slope 
 
If the slippage remains undetected, the position 
estimation accuracy would compromise the capability of 
Trajectory Control to follow the planned path sequence. 
Relative Localisation combines VisLoc with gyro and 
WheelOdo data in order to estimate the average slippage 
between consecutive VisLoc samples. The slippage 
estimate is then used to correct the position increments 
from WheelOdo, which improves the accuracy of the 
position propagation performed between VisLoc 
samples. Figure 12 shows the slippage estimated by 
Relative Localisation and the improvement of the 
position estimation while the rover traverses a slope. 

 
Figure 12. Position Estimate with Slippage Correction 

while Traversing a Slope  



 

8. TRAJECTORY CONTROL 

The objective of the Trajectory Control module is to 
drive the rover along a path sequence that has been 
generated either on-board by the Path Planning module 
or a path sequence that has been uploaded from ground. 
 
The estimated rover position and attitude provided by 
the Relative Localisation module are used as inputs to 
Trajectory Control together with the path sequence 
(which may consist of path and point turn segments). 
Trajectory Control calculates the locomotion manoeuvre 
commands required to follow a path sequence closely 
using closed loop control. 
For path segments, the lateral error from the path and 
the heading error are maintained within limits by 
separate controllers. For point turn segments, a single 
controller acts on the point turn position error. 
The Locomotion Manoeuvre Control module then 
translates the locomotion manoeuvre command 
requested by the Trajectory Control module at rover 
body level into wheel level commanding. An example 
of a locomotion manoeuvre command (at body level) is 
a generic Ackermann command which defines a rover 
body speed and centre of rotation position. 
 
Figure 13 shows an example of the lateral and heading 
errors maintained within requirements for a case when 
the rover traverses laterally across a sandy slope of 15 
degrees, which causes significant downslope slippage. 
For the same case Figure 14 shows the steering 
commands generated by Trajectory Control. Figure 13 
also shows the action of a filter that removes the saw-
tooth pattern in the lateral error input (stemming from 
the position and attitude updates from VisLoc), this 
filter is one of the features intended to minimise 
actuation of the steering motors.  

 
Figure 13. Example of Trajectory Control Error from 

Demanded Path 
 

 
Figure 14. Example of Trajectory Control Controller 

Action 
 
9. CONCLUSION  

The algorithms and hardware developed or procured by 
Airbus Defence and Space Ltd. to provide ESA's 
ExoMars Rover with the autonomous mobility to access 
sites of scientific interest with minimal ground support 
are described in this paper, where the combination of 
the GNC and locomotion subsystems is referred to as 
the mobility subsystem. The architecture, modes and 
modules that deliver this high level of autonomy are 
presented – focusing on the algorithms, which have not 
been presented before. Some preliminary results from 
confidence testing of the algorithms in Airbus Defence 
and Space's Mars Yard, as well as from a numerical 
simulation environment are included and demonstrate 
their viability and maturity. Further demonstrations of 
the algorithms can be found online, e.g. [4]. The current 
status of the GNC hardware is also summarised. 
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