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Abstract— The success of future space exploration mis-

sions increasingly depends on autonomy and mobility of

rovers on rough, unstructured terrain. Aiming to fuel
research in the field of autonomous space robotics, the

DLR conducted a competetive space exhibition called the

SpaceBot Camp 2015, that, in many ways, mimicked the
requirements of future space missions.

In this work, we describe our our entry for this

event, focussing on the description of our subsystems for

localization and 3D mapping as well as object detection
and precise pose estimation, which were components

of our system that performed particularly well before,

during, and after the event.

1 INTRODUCTION

The exploration of extraterrestrial bodies beyond the

Moon is one of the most exciting endeavors that space

agencies across the world are working on. Sometimes,

the deployment of ground-based rovers is the only way

to get in-depth knowledge about faraway bodies and

previous as well as ongoing lander missions have had

great success and public attention. One of the big chal-

lenges of such missions is the control and surveillance

of the rover, which is due to a large communication

delay that severely impede remote monitoring and

teleoperation capabilities.

Increasing the level of autonomy can enable the

rover to perform difficult tasks like exploration and

manipulation in rough terrain with only limited or even

no human intervention—despite the large distance to

planet Earth. Self localization, terrain analysis, path

planning, object detection, and manipulation are cru-

cial aspects of the required onboard functionality.

To fuel research in this direction, the German

Aerospace Center (DLR) conducted a competitive

space robotics exhibition called ’SpaceBot Camp

2015’1 in November 2015. Originally designed as

a competition, a well-defined set of rules and tasks

made the challenge in many aspects comparable to

the requirements of (future) space missions on ex-

traterrestrial bodies. The robot’s objective was to au-

tonomously explore and map the previously unknown

environment and to locate, transport, and manipulate a

1http://www.dlr.de/rd/en/desktopdefault.aspx/

tabid-8101/

Fig. 1: Our rover during the SpaceBot Camp 2015 final

mission picking up a cup with a soil sample.

number of previously known objects. In this paper, we

describe our entry for the SpaceBot Camp focusing on

subsystems for localization, 3D mapping, and object

detection. These components performed particularly

well before, during, and after the event.

The central contributions of this paper are

• a robust method for ego-motion estimation that

compensates weaknesses of individual sensors,

• an online method for robust, highly-accurate 3D

mapping in challenging environments,

• and an approach for detection and pose estimation

of colored objects with only few or no textural

features.

Utilizing these algorithms, our robot (see Fig. 1) au-

tonomously explored the whole competition arena and

created a detailed 3D terrain map of the environment

containing obstacles, object locations, and ramps. The

system was able to detect and localize all objects.

Assembly at the base station was partially supported by

humans at the ground station. All tasks were finished

within the time limit.

The remainder of this work is structured as follows:

Section 2 introduces related work within the field.

Section 3 describes our algorithm for local ego-motion

estimation. Section 4 presents our approach for build-

ing a global map out of the local motion estimates. In

Section 5 our object detection algorithm is described



in detail. The final Section 7 provides a discussion and

concluding remarks.

2 RELATED WORK

Space applications for robots have a strong focus

on exploration and navigation in rough, unconstrained

terrain. This implies the necessity for adequate 3D

representations as 2D world assumptions are no longer

applicable.

In the past, various approaches for representing

environments in 3D have been proposed. Triebel et

al. [1] presented so called multiple-level surface maps

allowing multiple surfaces per cell. A widely used

octree-based, multi-resolution mapping framework was

presented by Wurm et al. [2]. For navigation on

uneven, rough terrain, common approaches like [3], [4]

generate 2D cost maps from sensor data to reduce path

planning down to 2D. An alternative method models

the terrain as elevation grid maps on which planning

can be performed, as presented by Kwat et al. [5].

Recent progress in object detection and pose esti-

mation is largely due to the development of stable

keypoint descriptors that allow for robust matching

between images (e. g. [6], [7]) and/or object geometry

(e. g. [8], [9]). Usually, these methods use gradient

or histogram information to describe the local neigh-

borhood of distinct keypoints and, consequently, they

are less applicable for geometrically simple, texture-

less objects. On the other hand, pixel-wise image

segmentation has seen significant progress in recent

years. It has become increasingly popular to formulate

segmentation in a conditional random field (CRF)

framework to incorporate structural information into

the segmentation process and there is an ongoing

effort to increase model complexity (e. g. [10], [11],

[12]) and efficiency of associated inference algorithms

(e. g. [13], [14]).

3 MOTION ESTIMATION

Existing data from Mars and Moon suggests that

extraterrestrial bodies often feature rocky or sandy

surfaces exhibiting only little diversity in texture and

color space. These features make it difficult for the

robot to estimate its own motion: Wheel odometry is

easily misled by wheel-slippage; optical approaches

can exhibit problems in such sparingly textured en-

vironments.

We propose a multi-staged approach that exploits

information from three different sensors modalities,

compensating for their respective individual weak-

nesses. We fuse our robot’s wheel odometry with

gyroscopic data to obtain a first estimate for our

robot’s pose. This pose serves as an input for a local,

laser-based mapping step, and is finally used for scan

matching.

3.1 Odometry

A simple approach for estimating the robot’s pose

is to integrate over the measurements gained from

the wheels. The primary causes of errors in this step

are idealized assumptions about the kinematics (e. g.

wheel diameter) and wheel-slippage. As our robot is

essentially skid-steered, wheel-slippage is particularly

large when the robot rotates. Thus, the driven distance

is typically estimated correctly, while rotations are not.

We therefore chose to correct only rotations using an-

gular velocities measured by our inertial measurement

unit (IMU).

3.2 Local Scan Matching

We use the high-frequency scans of the Velodyne

HDL-32e scanning device and the corrected odometry

as input for the algorithm. The basic idea is to remem-

ber a small part of the world around the robot, the

local map. While driving, we match the current laser

data against this map in order to localize the robot. At

the same time, new data from the Velodyne sensor is

incorporated into the map.

The map is local, since it contains only a limited

amount of previous scans. The map’s point data is

stored in a circular buffer structure which effectively

limits the number of points in the local map.

In order to achieve a high update rate, each incoming

scan is first downsampled to several thousand points

and then registered against the local map. The regis-

tration is performed using a multi-threaded implemen-

tation of the Iterative Closest Point (ICP) algorithm

[15]. ICP is the most well-known algorithm for the

registration of two laser scans, and is very effective

at aligning two scans as long as a proper initial guess

for the relative pose of the two scans is known. In

this case, the initial guess is conveniently provided by

our gyroscopically-backed odometry system explained

before. The registration yields an estimate for the

robot’s current pose that is provided to the global

mapping system (see Section 4).

A summary of the algorithm in pseudo code is

given in Algorithm 1: The subsampled points from the

current scan are inserted into the local map, as long

as there is a certain minimum amount of translation

and rotation between the current and the last scan in

the map. This prevents the map from being mindlessly

filled with many scans taken while moving very little.

If at some point the registration fails because of

wrong odometry while there are no geometric features

in the environment either, the local map can become

corrupted. The effect on the quality of the poses is

limited however, since only a local map is being stored.

After a while, relative poses are valid again, once the

older elements have been removed from the map.

4 MAPPING

One of our primary goals was to create a rich,

detailed, and highly-accurate 3D map of the environ-

ment that can serve as a basis for subsequent mission-

and path planning algorithms. In this section, we

will first explain the sensor-system used to perceive

the world. Then, we will talk about the incremental



Fig. 2: Competition arena during the DLR SpaceBot Camp 2015. The arena featured a plateau bordered by steep and

sandy slopes. It also included flat, rocky areas, and a sand pit, whose traversal proved to be particularly difficult for

most robots.

Input : Circular buffer B, current pose in matrix

form P, new scan S, translation

threshold tthresh, angular threshold

αthresh

: Output: New pose in matrix form Pnew,

relative pose in matrix form Prel

Sp ← downSample(S);
if B is empty then

append(B,Sp);
return P, Id;

end

Pnew ← icp(B,P, Sp);
Prel ← P−1Pnew;

t← extractTranslation(Prel);
α← extractAngle(Prel);
if ||t|| > tthresh or α > αthresh then

append(B,Sp);
end

return Pnew, Prel;

Algorithm 1: Summary of the laser-based odometry

correction algorithm.

registration of scans, and finally explain how to per-

form a robust, global, non-linear optimization step that

supports loop-closures. Finally, we will explain how to

convert a point cloud based map into a filtered, three-

dimensional representation of the environment, that is

well-suited for planning algorithms.

4.1 Sensor Setup

Three-dimensional perception of the environment

is performed using a 3D LRF. The aforementioned

Velodyne LRF trades an extremely high update rate for

relatively low accuracy. Since accuracy is an extremely

important factor when building 3D maps, we opted

against the use of the Velodyne LRF for this task.

Instead, we used a Hokuyo UTM-30LX LRF that was

mounted on a pan-tilt unit. To record a 3D scan, we

panned the device while assembling individual 2D scan

slices (see Fig. 3). Taking around 10 seconds, one

full pan typically acquires a total of around 1 Million

points.

Striving for maximum accuracy, 3D Scans are per-

formed in a stop-and-go fashion every few meters.

Scanning while driving would be possible in principle,

but requires an extremely precise running pose esti-

mate in order to obtain accurate 3D scans. The latter is

difficult to obtain, especially when the robot is driving

over rough terrain where it is prone to instantaneous

shaking and vibrations.

Fig. 3: Pan-tilt unit with an attached Hokuyo UTM-

30LX LRF. The device is panned while aggregating

2D scan slices in order to record a 3D scan.

4.2 Registration

As the robot acquires 3D laser scans, new scans need

to be registered with- and added to the robot’s map.

Our mapping system is based on a probabilistic graph:

Nodes in the graph are Gaussian random variables

corresponding to the poses the robot assumed when it

acquired a 3D laser scan. Edges correspond to Gaus-

sian relative pose ’measurements’ that are obtained by

registering the scans corresponding to two pose nodes.

Once again we make use of the ICP algorithm for

the registration of subsequent 3D scans. The required

initial guess originates from the motion estimation

system described in Section 3. The poses delivered

by that system are locally very accurate, given that it

registers Velodyne scans at a relatively high frame rate.

This allows us to accuractely estimate the relative pose

between two subsequent scans.

In this fashion, we compute new edges between

subsequent poses and insert those into the probabilistic

graph. When the current scan is expected to have



significant overlap with a previous scan in the map,

we introduce a loop-closing edge following a Max-

Mixture [16] distribution. The use of max-mixtures

allows to incorporate the fact that the loop closure

might be incorrect, which renders the overall system

very robust to incorrectly closed loops.

4.3 Optimization

Having built the probabilistic pose graph comprised

of pose nodes and relative pose ’measurements’, we

now turn towards the problem of optimizing this graph,

i. e. finding a configuration for the unknown robot

trajectory x1:N that is maximally consistent with the

relative pose measurements.

We model the pose x of the robot in three-

dimensional space as a tuple

x = (t,q) ∈ R
3 × S

3
, (1)

consisting of the translation t as well as a unit quater-

nion q describing the rotation.

This formalism allows us to define a measurement

prediction function

hij(x1:N) = xj ⊖ xi, (2)

that computes the relative pose between pose i and j

in the given configuration. Ideally, this pose should be

equal to the relative pose measurement zij that was

obtained by scan matching.

To quantify the ’difference’ between the two poses,

we use the operator

⊟ : (R3 × S
3)× (R3 × S

3)→ R
6

(3)

(t1,q1)⊟ (t2,q2) := (t1 − t2, log(q
−1
2 · q1)),

where log(·) computes the log map (axis times angle

notation) of a unit quaternion as defined by Kaess [17]

or Hertzberg et al. [18], for instance. The operator

computes a Euclidean residual between the two poses.

Assuming additive Gaussian errors with a 6 × 6
covariance matrix Σij for each of the edges (i, j)
in the correspondence set C, the optimal variable

assignment can be found by solving the nonlinear

least-squares problem

argmin
x1:N

∑

(i,j)∈C

||hij(x1:N )⊟ zij ||
2
Σij

. (4)

The pose graph is optimized non-linearly in order to

obtain an accurate trajectory that best fits all available

observations [1]. We solve the optimization problem

using a custom library for non-linear least squares.

The use of max-mixtures for loop-closing edges makes

the optimization robust with regard to incorrect loop-

closures. All occurring quaternions are optimized using

a local parametrization [18] that allows an efficient and

mathematically sound optimization on the underlying

S3 manifold.

4.4 Map Representation

Our optimization yields accurate pose information

for each of the 3D laserscans. Unfortunately, simply

estimating an accurate trajectory is not enough: The

entirety of all point clouds is not well-suited for

planning tasks. It is difficult to quickly query the

terrain characteristics at a specific position to find out

whether there is drivable surface, a steep slope, or even

an obstacle.

We use a compact heightmap in order to represent

a unified view on the terrain. A heightmap is adequate

for the task at hand, because the terrain in the SpaceBot

Camp competition was guaranteed not to contain any

relevant overhangs. Compactness of the representation

was another important aspect, as the competition (and

space robotics in general) permitted only a very re-

stricted transmission channel from the robot to the base

station, and we wanted to make sure not to congest this

channel with huge amounts of map data.

The key question is how to determine the heights in

each cell of the heightmap. A naive approach would

be to assign the individual point clouds to the corre-

sponding height map cells while taking the maximum

height within each cell. Unfortunately, this approach

is not very robust: Spurious measurements, slightly

misregistered scans, and noise are directly transferred

into the map. To make things worse, errors introduced

in this fashion do not disappear over time, and thus

potentially permanently destroy the map.

As a solution for these issues, we propose a per-

cell filtering algorithm, that fuses information from

individual scans, discarding spurious measurements

and outliers in the process. The idea of our algorithm

is to identify the set of those laser points in a cell

that belong to the ground. The estimated ground level

is then simply a weighted average over the heights

of these points, where the weight is the distance to

the location from which the point was measured. The

overall algorithm is summarized in Algorithm 2. The

input for the algorithm is a list of pairs. The pairs

are formed from the z-values of the laser points that

ended up in the considered terrain cell, and the weight

of these points. The weight is computed using the

function w defined in Fig. 4. Being robust to outliers

and spurious measurements, this process yields very

accurate and detailed maps including all terrain data

that improves over time as the robot acquires more

and more sensory data of its environment. The sum

of weights within a cell can be used to quantify the

confidence in a cell’s height estimate (see Fig. 5). We

use these confidences in our planning algorithms.

5 OBJECT DETECTION

The scenario of the DLR SpaceBot Camp comprised

detection, transport, and assembly of colored, texture-

less objects with simple geometry. In order to locate

these objects, we make use of the fused data of a

color camera and 3D distance measurements from the

previously mentioned actuated Hokuyo LRF. Firstly,



Input : Non-empty list of weighted z-values,

ascendingly sorted by z

[(z1, w1), (z2, w2), . . . (zn, wn)],
Ground association threshold k

Output: Estimated ground level ẑ

Σz ← 0;

Σw ← 0;

for i := 1 to n do

if i > n

2
and zi − ẑ > k then

break;

end

Σz ← Σz + wi · zi;
Σw ← Σw +wi;

ẑ ← Σz

Σw
;

end

return ẑ;

Algorithm 2: Per-cell ground level estimation. The

algorithm iterates over the measurements within a

cell from bottom to top. The lowest half of points

is expected to belong to the ground plane. For every

point above the lower half, we check whether the

distance to the current estimate for the ground plane

ẑ exceeds some threshold k. In that case, we assume

non-ground samples start at that point, and we simply

return the current ground level estimate.

0 m 10 m 20 m 30 m

Distance to scan origin

1.0

0.8

0.6

W
ei

g
h
t

w(d) = (1 + d/8)−0.5

Fig. 4: Distance-based weighting function. The func-

tion w downweighs far-away measurements, as close-

range scans are typically more trustworthy.

we perform color image segmentation to find object

candidates. Then, we use an online filtering framework

on a discretized height map to integrate segmentation

results from different viewpoints.

5.1 Image Segmentation and Filtering

For color image segmentation we use a pairwise

conditional random field (CRF) model that is defined

on a graph G(V, E), where each node i ∈ V corre-

sponds to an image pixel and an edge (i, j) ∈ E be-

tween nodes i and j ∈ V is added if their correspond-

ing locations are adjacent. Let y = (y1, . . . , y|V|)
T

denote an image labeling that assigns a class to each

pixel and let X = (x1, . . . ,x|V|)
T

denote the ob-

served data, in our case pixel colors in Lab space. The

Fig. 5: Mapping confidence. The sum of weights

within each cell can be used to judge the confidence

within each cell. In the image, cells in green to

orange represent drivable surfaces with varying slopes.

Obstacles are shown in red. Uncertain cells are shown

in cyan and purple.

CRF energy function of this model can be written as

Ew(y,X) =
∑

i∈V

Di(yi,X) +
∑

(i,j)∈E

Vij(yi, yj ,X),

where Di is the unary term and Vij is the pairwise

term. This energy is conditional on CRF parameters

w and the optimal labeling is the one that minimizes

this cost. For the application at hand, we create binary

foreground-background segmentations for each class

of objects individually and, consequently, using a

submodular energy for the pairwise term, inference

in this model can be carried out exact and efficiently

using graph cuts [13].

As we expect bright objects with only few tex-

tural cues and heterogeneous, cluttered background,

our unary term is a linear model based on color

histogram backprojection and Gabor filter responses.

More specifically, for the unary term we write

Di(yi,X) = wD · γi(xi),

where feature function γi returns the following six

entries: (1) results of histogram backprojection for a

foreground and background color model and (2) the

response of a four dimensional Gabor filter bank that

contains edge filters of different scale and rotation. We

use the Lab color space for histogram backprojection

and apply Gabor filters on the luminance channel. For

the neighborhood term we use a submodular energy

based on color difference in Lab space:

Vij(yi, yj ,X) =

{

0 if yi = yj ,

wV ‖xi − xj‖
2 otherwise.

During training, we first learn foreground and back-

ground color models for histogram backprojection

on a set of training images. Then, we learn the 7-

dimensional CRF parameters w = (wD, wV) in

a max-margin framework using a structured support

vector machine [14]. At test-/runtime, we use graph

cuts [13] for inference.



In order to deal with errorneous segmentations and

clutter, we integrate image segmentation results from

different viewpoints using a probability hypothesis

density filter [19]. The concrete details of this method

are beyond the scope of this paper and we refer the

reader to [19], [20] for a comprehensive introduction

to this topic.

5.2 Pose Estimation

The final step of our object localization pipeline

is pose estimation. For this purpose, we acquire a

high resolution 3D laser scan in close range to the

candidate object location and find the set of foreground

measurements using the image segmentation method

described in Section 5.1. Then, we search for the

full 6D object pose by sampling from a geometric

measurement model.

1) Measurement Likelihood: Let x denote the 6D

object pose and let Z = {z1, . . . ,zN} denote the

set of point measurements obtained from the actuated

Hokuyo LRF that have been classified as object surface

readings based on color image segmentation. Further,

letM denote the object model. Then, we compute the

measurement likelihood as follows. First, we calculate

the closest distance of each reading to the object sur-

face dM(zi,x) under the current pose transformation

x to compute the fraction of inliers, i.e., points on the

object surface, wrt. some fixed surface width ǫ:

rǫ(x) =
1

N
|Iǫ(x)|,

where Iǫ(x) = {zi ∈ Z | dM(zi,x) ≤ ǫ}.
Then, we model the measurement likelihood as normal

distribution on the fraction of inliers

pǫ(Z | x) ∝ exp

(

−
(rǫ(x)− µ)2

2σ2

)

,

with mean µ and standard deviation σ. The parameters

have been found through experimental evaluation. In

this model, the object surface width ǫ has a smoothing

effect. When the surface width is too narrow, the

measurement likelihood becomes extremely peaked as

small deviations from the true object pose lead to a

rapid decline in the number of inliers. A large surface

width on the other hand relaxes the model, allowing

deviations from the true object pose without applying

any penalty. It is well known that, in practice, peaked

measurement likelihoods can lead to problems in

probabilistic localization approaches as the likelihood

function does not provide enough guidance towards

its peak (e. g. [21]). Consequently, we make explicit

use of the surface width to guide our sampling-based

inference method.

2) Hierarchical Pose Sampling: Using the image

segmentation and filtering approach of Section 5.1,

we have a rough estimate of the object’s position.

However, without any information about the object’s

orientation, information about the full 6D pose are

highly uncertain. In order to efficiently sample from

the measurement likelihood under these conditions, we

Fig. 6: Particle visualization at different iterations of

the Scaling Series algorithm [22]. The object surface

is gradually decreased (left to right).

use a hierarchical particle filter that gradually anneals

the surface width ǫ from an initially high value to a

small target value. The Scaling Series algorithm [22]

has previously been used in a similiar situation to

localize vehicles in two dimensional scans of a laser

range finder [23], [24] and proceeds as follows: Given

an initial guess for the object pose and an initial (large)

value for the surface width, a set of samples is drawn

from a hypersphere in parameter space surrounding the

inital guess and evaluated according to the measure-

ment likelihood. After resampling, the surface width

is reduced according to an annealing schedule and the

volume of the hypersphere surrounding each sample

is halved. Then, a new set of samples is drawn using

rejection sampling. In this way, the algorithm produces

a gradually more informative proposal distribution for

the final importance sampling step, where samples are

gathered around areas of high probability mass.

Fig. 6 shows an application of this algorithm for

the purpose of estimating the pose of a box-shaped

object. In early iterations, samples are located around

the true object position with no distict orientation.

With increasing number of iterations, the measurement

model becomes more informative and samples are

distributed around the true object pose.

3) Pose Registration and Validation: We further

refine the output of our sampling-based method using

the ICP algorithm, where we use the highest ranked

particle’s pose as initial guess. Then, we validate the

final pose hypothesis by thresholding the fraction of

foreground readings that fall onto the object surface.

Consquently, object hypotheses that have passed the

validation criterion are known to comply with the color

as well as the geometric object model.

6 RESULTS

Some results of our mapping-system can be seen in

a YouTube video2 and in Fig. 9. The latter shows the

2http://youtu.be/r1QGMUXOch4



Fig. 7: Map our robot built during its tournament run

at the DLR SpaceBot Camp 2015.

(a) Test arena

(b) Object map

Fig. 8: The test arena as it is seen by our robot: (a)

shows a camera image used for object localization,

(b) shows the result of our multi-view segmentation.

Objects locations are indicated by colored circles.

raw point cloud obtained by our graph-based mapping

system as well as a visualization of the height map

that was estimated for that data. The comparison

shows how much more suitable the heightmap-based

approach is both for human interpretation as well

as for planning algorithms. All measurements in the

cells are fused, filtering outliers and revealing ground

structures like small bumps and slopes. A result from

our mapping system, as produced during our run at the

SpaceBot Camp competition is shown in Fig. 7.

The run-time and accuracy of our pose estimation

algorithm has been evaluated for a box-shaped object

(battery) and a cylindrically shaped object (cup), both

of which have been used for manipulation tasks during

the DLR SpaceBotCamp 2015. Results of our eval-

uation are shown in Table I. In terms of accuracy,

we archieved mean error in translation below 6 mm

Run-time (s) Mean Error

Mean Std Position (cm) Heading (◦)

Battery 2.17 0.44 0.52 1.50
Cup 0.72 0.01 0.36 5.92

TABLE I: Run-time and accuracy of pose estimation

evaluated on 20 scenes in total, captured with a Mi-

crosoft Kinect.

and mean error in orientation below 6◦. Higher error

rates for the cylindrically shaped object are due to

systematically missing and misplaced surface readings

on the back side, which sometimes caused slight

misalignment in orientation. All poses obtained during

our experiment were suitable for object grasping.

A visualization of the filtered object candidate map

at the end one of our outdoor test runs is shown in

Fig 8. Through integration of consecutive segmentation

results, all objects are clearly visible in the final

map. Due to color similiarity, some blue plastic bags

are mistaken as candidate object locations. However,

during our test run, they were rejected at geometrical

validation after pose estimation. Using this approach,

we have successfully located all objects during the

SpaceBotCamp 2015.

7 CONCLUSION

Equipped with the outlined systems, our robot was

able to autonomously explore the whole competition

arena of the SpaceBot Camp 2015. Localization ex-

hibited very precise estimates of the robot’s poses in a

feature-poor environment and yielded a highly-precise

3D terrain map. The depicted algorithms were able to

detect and localize both objects during the exploration

run. The successful assembly of the objects at the

base station was achieved within the time limit. This

demonstrates our robot’s abilities in exploration and

task manipulation in previously unknown complex ter-

rain with limited human guidance using the described

algortihms.
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