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ABSTRACT
Regression models are commonly used in geostatistics and exploration robotics to provide estimates and predictions of collected sensor readings. Typically these models use static inputs,
such as orbital color or multispectral imagery, yet
this limits the systems to finding correlations only
between surficial characteristics, such as albedo,
and sensor readings. If these correlations are weak
or not present, regression models perform poorly
and estimates can be erroneous or invalid. However, orbital and ground data can be used to provide powerful estimates of the underlying physical processes that shape terrain, such as water
or wind flow. These process models can be used
to clarify poor correlations or expose information
otherwise invisible when using imagery alone.
This work builds on existing research in fields
such as geostatistics and fluid dynamics and
demonstrates the use of physical process models
for improved regression in a field robotics setting.
We first describe the models and techniques used
to develop these process models, then apply them
to a recent field mission to map subsurface water
distribution in the Mojave Desert. We show that
the use of physical process models not only decreases regression error, but also better characterizes uncertainty in predictions, an important quality useful in planning and evaluation.

1

INTRODUCTION

It is common in recent Earth and planetary exploration missions to collect orbital imagery and
maps of a region of interest before remote sampling occurs. This imagery is often in the form
of color, multispectral, or hyperspectral maps collected by overhead satellites or UAVs. Addition-

ally, digital elevation models (DEMs) are often
calculated for the terrain, providing information
about the terrain rugosity and navigability, invaluable when remotely guiding a robot.
These orbital data products are often all that is
used when guiding a robot to remote sampling locations. However, when orbital information does
not correlate with features of interest, such as subsurface or magnetic features unobservable from
orbit, or is at a restrictively low resolution, scientists are left to use their own expert knowledge
to make predictions and guide the rover.
In a number of exploration and field robotics settings, these quantities of interest are closely tied
to underlying physical processes at work on the
terrain. For example, in an oceanographic setting, the presence of algal blooms is highly correlated with water flow, temperature, and nutrient
resources. Orbital sensors provide temperature estimates at the surface, but it is only through computational and statistical models validated in situ
that we can predict water and nutrient flow.
With ongoing developments in computational
fluid dynamics and geophysical simulations, it is
possible to precompute models of these highlycorrelated physical processes from previouslycollected orbital data. By explicitly calculating
these estimates and using them as inputs to regression models, the overall accuracy and characterization of uncertainty can be improved. Perhaps
most importantly, these models can be generated
at no extra data collection cost, as the data products needed to generate them are almost always
available in exploration missions.
This paper demonstrates the novel use of process
models in a robotics mapping scenario. We out-

line the calculation, use, and analysis of physical
process models for use onboard a rover to predict
subsurface water in the Mojave Desert. As part of
the Mojave Volatiles Prospector (MVP) mission, a
rover was equipped with a number of sensors, including a neutron spectrometer instrument used to
detect subsurface hydrogen abundance. The rover
was teleoperated by scientists, evaluating current
and prior readings to lead the rover to new sampling locations.
In the following sections we summarize related
works in physical process modeling and robotic
mapping. We then detail the calculation of our
physical process models and our general regression approach. We evaluate our approach on field
data from the MVP field tests, and demonstrate
the the addition of physical models both decreases
the overall error of the model while also improving predictions over unfamiliar terrain.

2
2.1

BACKGROUND
Physical Process Modeling

Due to the high cost of collecting samples in the
field and the large areas under investigation, there
has been a large amount of research into physical
process modeling in the field of geophysics and
geostatistics, especially with regards to soil and
ocean modeling. At a high level in the field of
soil modeling, McBratney et al. hypothesize soil
mapping is affected by the seven main factors described in their “scorpan” model: soil properties,
climate, organisms, topography, parent material or
lithology, age, and spatial position [1]. They posit
that nearly all of the current soil mapping literature attempts to model one or all of these factors
in their approaches to soil mapping.
More specifically, a number of approaches have
worked with digital elevation models to generate relevant terrain characteristics as inputs to
larger models. Moore et al. produced the first
2-dimensional map to predict soil properties such
as pH and A horizon thickness using terrain attributes generated from a DEM [2]. Later works
investigated co-kriging models [3] or regression
trees [4] to improve soil mapping by using geometric terrain statistics generated from DEM data.
McKenzie et al. generated both landform and climate variables from a high-resolution DEM, then
used regression trees and generalized linear models to calculate soil properties [5]. We refer read-

ers to McBratney et al. [1] for a more comprehensive overview of prior soil modeling techniques,
models, and model inputs.
In the realm of ocean modeling, there are a number of ocean-specific satellites used to estimate
chlorophyll a, temperature, photosynthetic radiation, salinity, and surface temperature. These allow for the observation and modeling of biologic
masses like plankton and harmful algae blooms,
as well as anoxic or hypersaline regions of water.
Computational fluid dynamics has become a popular method of modeling ocean flow, as techniques have matured and computational capabilities have increased. Ito et al. use computational fluid dynamics and sparse sensor readings
to model circulation and carbon cycles to better
understand anthropogenic CO2 uptake and transport [6]. Hedger et al. use a combination of imagery and fluid dynamics models to estimate lake
chlorophyll a concentration [7].
These prior works illustrate the breadth of available process models, as well as their previous successes. However, as noted by McBratney et al. [1],
these models are almost necessary to achieve satisfactory results due to the presence of vegetation,
atmospheric effects, and soil moisture content interfering with orbital observations of soil.

2.2

Remote Sensing for Robotic
Exploration

To our knowledge, our work is the first to model
physical processes in a robotics setting, however
there has been a large body of knowledge around
robotic mapping using remote sensing. A number of recent works have used remote sensing to
guide robotic exploration and evaluate traversability. Silver et al. use orbital imagery to learn
likely navigable terrain through expert demonstrations [8]. Sofman et al. use correlations between
onboard sensors and overhead imagery to learn
traversability costs, then projects these costs onto
unvisited areas in the orbital image [9]. Thompson
et al. have used rover-collected spectral measurements to build a library of field spectra [10], then
uses these spectra to ’unmix’ orbital data and find
informative sampling locations that best improve
the coverage by the collected data.
In many mapping situations there are only one
or two variables of interest, lending naturally to
statistical models like a Gaussian Markov Ran-

dom Field or Gaussian processes. Gonzalez et al.
uses a Gaussian process with sparse environmental characteristics like temperature, vegetation index, and elevation to provide models of soil characteristics in Honduras [11]. Thompson et al. uses
Gaussian processes with multispectral orbital imagery and rover-based spectral measurements to
plan a sampling path through the environment using an information gain metric [12].
Our approach differs from the prior work in the
fact that it bridges robotic exploration with geostatistical modeling. These prior works have seen
remarkable improvement with the addition of orbital data, however, as the geophysics and geostatistics fields have shown, when there are strong
correlations between the feature of interest and the
geophysical processes at work in the environment,
predictions can be greatly improved with the addition of process models.

3

APPROACH

Our approach illustrates that the addition of process model priors improves regression accuracy
and better characterizes prediction uncertainty.
We evaluate on data collected from a field test in
the Mojave Desert in October, 2014, in which a
rover equipped with a neutron spectrometer (Figure 1) is driven remotely by an off-site science
team. The neutron spectrometer readings measure subsurface hydrogen. Due to the general lack
of vegetation, in a desert environment hydrogen
readings often correlate with subsurface water or
clays. Orbital information available consists of a
1 meter per pixel color image from the GeoEye
satellite, as well as a 1 meter per pixel DEM generated from an aerial flyover. More details on the
mission and instruments are given in Section 4.1.

3.1

Physical Process Models

The primary objective of our tests was to characterize the abundance of subsurface water at a test
site in the Mojave Desert by accurately predicting the values of the neutron spectrometer. In this
environment, the dominant physical processes affecting the quantity of subsurface water are evaporation and water flow. In many environments,
evaporation is a complicated process to model;
vegetation and other factors complicate models,
leading to poor results. However, in the desert
the two main processes responsible for evaporation are insolation, or the amount of solar energy

Figure 1: The KREX-2 rover used in these tests,
shown at the field test site. The rover is equipped
with a number of instruments, including lidar and
camera sensors, GPS, and a neutron spectrometer.

observed at the surface, and wind flow.
We model insolation using an interpolated raytracing model tracking the path of the sun. For
a number of points throughout the day we calculate the position of the sun relative to each surface patch. The surface is a triangulated model of
the DEM of the site. For each timestep, we calculate the position of the sun using the MICE library,
a NASA-authored library to track the position of
celestial objects [13]. We then calculate the incidence angle of the sun on each point in the mesh,
using the formula
I = S cos(Z)
where I is the insolation, S is 400 watts per meter
squared, and Z is the angle between the surface
normal and the current position of the sun. 400
W/m2 is the estimated optimal insolation for the
Mojave Desert, but as model inputs are normalized later in the process, the precise value of this
constant has no overall effect on results. Occlusions are treated as absolute, resulting in a value
of zero for the occluded cell at the given time.
We calculate wind flow using the OpenFOAM
computational fluid dynamics modelling software
[14]. We generate a surface mesh using the DEM,
then calculate the average wind speed and direction for the months March through October, the
period of time since there was last rain in the Mojave in 2014. Running the fluid dynamics model
over the DEM surface mesh provides estimates of
wind velocity vectors at and near the surface.
In addition to evaporation process modeling, we

also calculated water flow models for the test region. There were two main models we calculated,
a total water flow model and a relative flow model.
The total flow model, Ft , is computed using a traditional D8 flow model, in which the inflow of
each pixel is computed by finding the sum of water flow from all neighbors for which it is the outflow:
X
Ft,(x,y) = 1 +
Ft,(i, j) ∀ minneighbors (i, j) = (x, y)
The DEM is pre-processed to remove minor sinks
that would impede water flow, and the overall flow
over each point is calculated beginning with the
highest points in the model.
This model attempts to quantify the Topographic
Wetness Index (TWI), a measure of the upslope
contributing area, and is a factor that has been
shown to be a strong indicator of subsurface water [15]. Intuitively, areas with higher upstream
contributions will see more water flow during periods of rain and will be more likely to retain some
of that moisture.
Relative water flow, Fr , is calculated by comparing the height of a given point, h(x,y) , in the DEM
to all other surrounding points in a window, h(i, j) :
h(x,y)
Fr = P
, ∀ nearby (i, j)
hi, j
Our tests used windows of 5, 15, and 30 meters.
This model is used to temper the results of the
total flow model. For example, in a streambed
five meters wide with a near-constant depth, the
total flow model will send the entirety of the upstream flow to the point with the lowest absolute
depth. In reality, a large enough upstream flow
fills the channel almost evenly. Relative flow metric attempts to quantify this, assigning near-equal
scores to points with approximately equal height.
These process models were used as an input to a
Gaussian process regression model along with orbital imagery at each point. As we are concerned
with only calculating a single dependent variable,
neutron spectrometer readings, and are working
with continously-valued inputs, a Gaussian process is a logical choice for a model as the resulting output will have both spatial consistency and
estimated prediction error.

The output prediction error is an important aspect
to this system. In their work, McBratney et al.
highlight the need for accurate uncertainty values [1], as these illustrate where the model’s predictions are weak and more sampling may be required. As we will show later, only using orbital
data as an input into our model is not informative
enough, as regions with similar visual characteristics may have very different underlying qualities,
yet the model’s predictions for both regions have
equally high confidence. Accounting for the physical processes that shape the region helps bring to
light some of these underlying qualities, placing
high error in regions that are more likely to differ
from the existing predicted model, even if visual
characteristics are similar.
Because Gaussian processes scale approximately
cubicly with data inputs, we use k-means clustering to sparsify the data, lowering the model computation from hours to minutes. We first collect
all of the training data, then cluster it using a large
number of cluster centroids. We then take the centroids and find the corresponding neutron spectrometer reading for those terrain characteristics
using a weighted average of all samples in that
cluster. Samples with a higher distance to the cluster centroid contribute less to the average neutron
spectrometer reading. An alternative to this approach would be an online update to the Gaussian
process, such as the OSMGP algorithm [16], or
sparsification using FITC [17].

4
4.1

EXPERIMENTS
Dataset

We evaluate our approach on data collected from
the Mojave Desert during the Mojave Volatiles
Prospector (MVP) field tests during October,
2014. The MVP mission is a Moon-Mars Analog
Mission Activities program aimed at developing
techniques for real-time teleoperation of a shortduration lunar prospecting mission to characterize subsurface water and ice on the moon. The
MVP field test used the KREX-2 rover equipped
with a number of instruments, such as a GPS, neutron spectrometer, and navigation and downwardfacing cameras. The rover was teleoperated by a
remote science team who analyzed orbital maps,
a DEM, and readings returned from the rover in
near real-time in order to pick sampling locations.
The mission lasted a total of ten days, with some
days reserved for calibration and testing.

The neutron spectrometer was the driving instrument for this mission. It is powered by a 252 Cf
neutron source and provides subsurface hydrogen
readings at up to a depth of approximately 30cm.
Readings of the neutron flux were taken at 1 second intervals, with approximately 150,000 total
valid readings across all days of testing. Readings range in value from about 30 (low amounts
of hydrogen) to 90 (high amounts of hydrogen).
Additionally, readings are fairly noisy, with measurements taken while stationary for at least 100
readings having a standard deviation of about 7.8.
To reduce some of this noise and improve predictions we apply a 5-measurement moving average
to stationary readings, reducing the standard deviation of these measurements to 3.6.
The traverse consists a number of daily sorties
over desert pavements, washes, and bare ground.
The initial days of the experiment largely explored
one wash, with readings across various pavements
and stream beds. The final days of the traverse
moved into areas with much higher upstream flow,
leading to fundamentally different neutron flux
readings despite similar albedo in orbital imagery.

4.2

Method

Our main analysis is on the improvement to predictions gained with the addition of physical process models to a regression system. We train one
control Gaussian process model that only uses
GeoEye imagery, predicting neutron flux using
only correlations with albedo. As a comparison,
we also trained a Gaussian process with GeoEye
imagery, total water flow, relative water flow, and
insolation. Both models are trained against corresponding neutron spectrometer readings at the
sampled locations. Our best resulds do not include the wind model as an input as we found it
was somewhat noisy and did not improve results.

5
5.1

RESULTS
Prediction Accuracy

To evaluate each model’s characterization of uncertainty, we mimic a field mission in which the
data collected thus far is used to predict data in
the future. Using a subset of the collected data,
we calcualte the root mean squared error between
the predicted values and ground truth values, past
and present, of all data not used in training.
We find that, in nearly all cases, adding process

Figure 2: Top: GeoEye imagery of the test site
with the rover path overlayed in white. Bottom:
Enlarged image of the rover’s traverses showing
the neutron flux at each sample location. There
is a high correlation between flux and albedo,
but sections of the traverse pass over areas that
albedo alone cannot explain.
models as inputs reduces the prediction error. Figure 3 shows that after the first day, both systems
are fairly equal with regards to error, but as new
data is gathered, the process model approach is
better able to discriminate important characteristics in future predictions.
Figure 5 shows the final results from three different sets of model parameters. Both tests using process models have lower error. The process model
approaches have noticable changes in regions with
high water flow, with more emphasis on channels
and basins in the model that uses total water flow
models as an input. Figure 6 shows the progression of a system using all process model inputs as
it gathers more training data each day.
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Figure 3: Root mean squared error for classifications using the shown cumulative days of training data. At the start of the traverse the error in
both methods is fairly equal, but with additional
training data the system using orbital information
and process models nearly always results in lower
RMSE.
Using process models in this scenario provides a 3
to 9% reduction in error in this scenario. However,
we expect it to perform much better in other situations. The field tests used for testing here measured subsurface water readings for a region that
had no rain for approximately six months prior.
As a result, the dominant source of hydrogen as
read by the neutron spectrometer is guessed by
the science team to be subsurface clays that form
under the darker surface materials. This results
in an inversion of the results we might expect to
see, where low amounts of hydrogen are detected
in stream beds and washes, and high amounts of
hydrogen are detected elsewhere. In a scenario
where the process models more directly correlate
with the features of interest, and where the orbital
data is less relevant, systems using process models
would likely perform much better.

5.2

Uncertainty Characterization

An important part of the model output is how well
it can correlate high uncertainty with high error. If
the uncertainty is meaningful it can be used by the
science team or rover itself to guide future actions.
If it is uniform it is essentially meaningless and
cannot be used for planning purposes.
We characterize uncertainty by looking for a positive correlation between error and predicted variance. Figure 4 plots this for predictions with both
the process model and orbital-only systems. As
we see in Figure 4b, the model using orbital in-

a. Process model inputs

b. Orbital inputs

Figure 4: Prediction error graphed against prediction variance for each point. Ideally points
with high error also have high uncertainty as predicted by our model, making variance a meaningful statistic for planning and exploration. a)
The system using physical process models has a
positive correlation between error and prediction
variance. b) The model using only orbital data
has nearly uniform prediction variance, so the
output of the model cannot be used for planning
or evaluation.
formation only results in a very poor characterization of uncertainty. Nearly all points have a
predicted variance between 3.5 and 6, regardless
of the resulting regression error, and we see no
real correlation between predicted variance and
error. In contrast, the system using process model
inputs in Figure 4a has a much wider range in
prediction variance, and has a noticable positive
correlation between prediction error and predicted
variance, meaning the predicted variance is potentially much more useful for inference or planning.
Furthermore, we evaluate the prediction variance

a. Orbital information only. Error: 5.60 b. All models except total water. Error:
5.47

c. All process models. Error: 5.49

Figure 5: Final results from three versions of the model. Each produces similar results with slightly different
predictions on unexplored terrain.
on a day-by-day basis. While many of the days
had traverses that followed terrain similar to what
the rover had already seen, days five and eight
of the traverse visited some new terrain types
that produced very different neutron flux readings.
When predicting neutron flux readings at these locations, a good model should give these regions
a large amount of uncertainty when only using
trained on data from early days in the traverse.
Here we show the RMSE error and prediction uncertainty for each of the eight days after only one
day of data collection, although all days leading
up to day five show a similar trend. Note that
all eight days have similar visual characteristics.
Days five and eight contain readings from nearby
washes, in which the water flow during rainy periods produces very different subsurface water readings than seen in other areas of the field test.

Day 1
Day 2
Day 3
Day 4
Day 5
Day 6
Day 7
Day 8

Process Models
RMSE Pred. Var.
5.15
3.07
5.38
3.21
6.75
3.46
6.35
3.40
7.87
5.47
5.56
3.30
6.25
3.31
7.77
4.77

Orbital Only
RMSE Pred. Var
5.74
2.97
4.92
2.95
6.09
3.03
6.56
3.17
7.07
3.27
5.77
3.07
6.28
3.12
8.31
3.57

Table 1: Prediction uncertainty for each day’s
data after using models trained on a subset of day
1’s readings. Days 5 and 8 take measurements
from a nearby wash, producing much lower neutron flux readings than prior days, despite having
similiar visual characteristics.
Using the process models produces much better uncertainty estimates for days five and eight,

producing high variance estimates correlated with
high model error.

6

CONCLUSION

Process models are a powerful too that have been
largely overlooked in the robotics literature, yet,
as shown here, can provide powerful inputs for increased prediction accuracy and better uncertainty
characterization. In many cases, the models can
be computed using maps and data already used by
many missions, so there is no additional sampling
or data collection cost.
Our results demonstrate that there is a benefit to
using physical process models in appropriate scenarios. We have shown that process models are
able to better discern the underlying characteristics of terrain that are useful in regression, providing better predictions than comparable systems
using only orbital imagery as input. Our system
showed a 3-9% decrease in error when process
models were used, but we expect other scenarios
could benefit even more.
Furthermore, we have shown that prediction uncertainty is a meaninful metric when using process models. Models only using orbital data provided near-uniform prediction uncertainty, leading to meaningless estimates of where and how to
sample unvisited areas. By adding process models
we were able to see a much better characterization
of uncertainty, better informing scientists about
where and how to sample, and potentially leading
to more informative autonomous sampling.
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