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INTRODUCTION

Exploration rovers using stereoscopic cameras to
perceive their environment usually need to take
several images in different directions to cover all
their surroundings, due to the limited field of view
(FOV) of conventional cameras. To be able to
point the cameras in the desired directions, they
need to be mounted on top of a pan-tilt unit (PTU).
The PTU is a two-axis gimbal with two motors
and its use entails not only an extra mass on the
vehicle (typically on top of a mast that is therefore
required to be stiffer and thus, heavier), but also
additional failure points as well as an increased
energy consumption.
Ultra wide angle optical systems can provide
panoramic images with a very large field of view,
which reduces the need for a PTU: we can keep
only a pan motor if the vertical field of view is
sufficiently large, or get rid of the PTU altogether
if the optical system provides omnidirectional
coverage. The problem is that these panoramic
images do not fit well into the usual, perspective
projection (pinhole) model. Other models exist
that are better suited, but they are more complex
and require a reevaluation of vision algorithms to
check their validity under the assumptions of new
geometries. This circumstance make the use of
panoramic images in stereovision systems
difficult and therefore uncommon.
Considering the potential advantages provided by
panoramic/omnidirectional vision systems, CNES
decided to open a research line on this subject in
2011 and we have been working since then to
understand and overcome the difficulties that
these techniques involve. The goal of this
research was to find a suitable optical device able
to provide very large FOV images that could be
treated by our stereovision algorithms with as few
modifications as possible, and to develop those
modifications so as to integrate the chosen device
in our autonomous navigation software.

2

CANDIDATE DEVICES

We considered three kinds of omnidirectional
imaging devices:



Multiple conventional cameras



Catadioptric systems (mirrors)



Fisheye and other specialized lenses

An omnidirectional, stereoscopic coverage would
require a minimum of six conventional cameras,
and more reasonably eight if we want to avoid
very short focal distances to keep distortion low.
So, we discarded this first option anticipating the
significant weight and cost of a stiff support for so
many cameras, and to avoid discontinuities on the
depth map in the transition zones between
adjacent cameras.
Fisheye lenses appeared as a simple and compact
solution. However, these lenses are known not to
respect the single viewpoint constraint, a desirable
condition for us as it allows reprojection using
central perspective (cf. §3.1). So we were initially
skeptic about their suitability.
A catadioptric system has a convex mirror in the
shape of a surface of revolution whose axis is
aligned with that of the lens of a camera. Most
mirror shapes (like conical or spherical reflectors)
do not respect the single viewpoint constraint.
The only shapes satisfying this requirement are
quadric surfaces, and in particular, if we limit
ourselves to convex mirrors, paraboloids and
hyperboloids, more commonly referred to as
parabolic and hyperbolic mirrors according to
their profile. When combined with a lens and
camera, they are usually named hypercatadioptric
and paracatadioptric devices.
Hyperbolic mirrors reflect all incident rays
converging on its inner focus towards its outer
focus, where we can place the optical center of a
camera to get a single viewpoint projection.
Parabolic mirrors, on the other hand, reflect the
incident rays converging on its focus to infinity,
that is to say, the reflected rays are parallel to the
axis of the mirror. In this case, to get a single
viewpoint projection, we need a bulkier
telecentric (orthographically projecting) lens, that
can be placed on the axis of the mirror at an
arbitrary distance.
Based on these considerations, as well as cost and
availability, we selected the hyperbolic mirror as

our baseline solution, but we also retained fisheye
lenses as an alternative worth studying.

3

PROJECTION MODELS

3.1 Single viewpoint constrain

An optical device is said to have a single
viewpoint (SVP) if all the rays crossing the
optical center of the camera (the effective pinhole)
would have crossed a single point (the effective
viewpoint) had the optical device not been there.
Such a device samples the 5-D plenoptic function
(the set of rays in all directions crossing each
point of space) in a single 3-D point [1].
This condition is highly desirable for an imaging
device as it means that each pixel of the sensed
image stores the intensity of light crossing the
same viewpoint in a different direction. Knowing
the characteristics of the optics, we can compute
this direction for each pixel, and thus reproject the
light intensity on a plane at a certain distance
using the familiar pinhole model. In this way, we
obtain a planar perspective image, on which usual
computer vision processing techniques can be
applied.

spherical projection with parameters and . That is
to say, the incoming rays are projected onto a
sphere of unit radius centered at , and reprojected
from the point onto a plane at .
Notice that in this case the reprojection point is
located at the North pole of the unit sphere, which
is characteristic of a stereographic projection (cf.
§3.3).
Hyperbolic mirror
If the mirror has the shape of a hyperbola with
axis and center (not focus) at , described by the
equation , its apex will be at , its principal focus
(the effective viewpoint of the device) will be at
and its semi-latus rectum will be . Then, if we
place a conventional lens with its optical center
(effective pinhole) at the secondary focus of the
hyperbola, at a distance from the principal focus,
the image obtained will be the same that we
would get from a spherical projection with
parameters and . Or, in terms of the eccentricity
of the hyperbola , and .

A convenient, unified model to characterize
catadioptric systems of different geometries was
proposed by [2] and is now widely adopted. On
the other hand, fisheye lenses are usually
characterized through a different family of models
based on the angle of the incoming rays. [3]
shows that both representations are equivalent and
gives a correspondence between them.

3.2 Unified model

According to [2], all different catadioptric
systems with a single viewpoint can be
represented by a unified projection model easier
to handle than the particular expression for each
conic. The image obtained from the catadioptric
device is equivalent to that obtained through a
two-step spherical projection: first, the incoming
rays converging on the effective viewpoint are
projected on a sphere of unit radius centered on
this viewpoint; then, the image of the sphere is
reprojected from a point located at a distance 
behind the viewpoint onto a plane orthogonal to
the optical axis located a distance in front of the
center of reprojection (Figure 1).
Parabolic mirror
If we define as the axis of the parabolic mirror
and we set its apex at the origin and its focus at ,
then the shape of the mirror will be described by
the expression , the focal distance of the parabola
will be and its semi-latus rectum will be . In
those conditions, the image obtained from a
telecentric lens located on the axis of the parabola
will be equivalent to that obtained from a

Figure 1 Spherical projection of unified model
VP = effective viewpoint, RC = reprojection center

3.3 Incoming angle models
Compared to conventional, perspective lenses, the
images obtained from fisheye lenses exhibit a
significant degree of radial compression that
increases from the center towards the borders of
the lens. This distortion is usually characterized by
the function that gives the distance from the
center of the sensor to the impact of an incoming
ray at an angle
from the optical axis. A
perspective lens produces a gnomonic projection
described as , where stand for the focal length of
the lens. Fisheye lenses, depending on the specific
model, can produce several different projections,
among which the most frequent are:


Equidistant :



Orthographic :

a)

b)

Figure 2 a) r(θ) for several fisheye projections b) Fujinon vs equidistant projection


Equisolid angle :

omnidirectional cameras.



Stereographic :

The direct output provided by the toolbox is a
polynomial function that gives the component on
the optical axis of a vector collinear with the
incoming ray and having a component on the
sensor plane. So can be computed as . If we want
to compare the result to standard models, we need
to inverse this function, which can be difficult.
Fortunately, OCamCalib gives also an inverse
output which is not , but a polynomial where is
the angle of the incoming ray with respect to the
transversal plane passing through the viewpoint,
expression that can be therefore easily converted
to the function that we search.

These projections are compared on Figure 2a.
Equidistant projection is often desirable as it gives
a linear relationship between the position in the
sensor and the angle of the incoming ray, which
allows for easy angular measurements. Equisolid
projection is the most frequently used as it is a
good approximation of the equidistant projection
while easier to implement, and also useful on its
own as every pixel covers an equal solid angle,
thus maintaining surface relations. Stereographic
projection is interesting on certain applications as
it is a conformal projection, that is to say, it
maintains angles. Orthographic projection is rarely
used, and it correspond to the reflection on a
sphere seen at a great distance, with a FOV limited
to 180° and very large distortion close to its
borders.
As proved in [3], the unified model is equivalent
to an incoming angle representation and could
therefore be used for fisheye lenses too. If the
unified model has parameters and , the radius of
the impact point on the sensor can be expressed as
a function of the angle of the incoming ray as
(1)
It should be noted that this formula is only valid
for . If the function is known, the parameters and
can be adjusted to find the equivalent unified
model.

4

CALIBRATION PROCEDURES

4
4.1 Using targets
Calibrating the distortion of an image acquisition
device using a checkered target is a classical
procedure that we have used as a preliminary
estimation. In particular, we used the open source
Matlab toolbox OCamCalib, developed by David
Scaramuzza [4] and specifically suited to

4.2 Using a beam collimator

In order to perform the finer characterization
needed for stereo matching we used another
calibration method developed and patented by
CNES [5]. This method relies on a beam
collimator, an optical device that projects a virtual
image of a light source as if it was at an infinite
distance, thus producing a collimated beam of
parallel rays. If we mount the device to be
calibrated on a two-axis gimbal in front of the
collimator, we can expose it to rays arriving at any
given angle (inside the range of the gimbal) and
detect the corresponding impact point on the
sensor. For each angle, we store the difference
between the impact point detected and its
theoretical position (according to the desired
model). In this way, we generate a correction map
giving the horizontal and vertical displacements to
be applied to each pixel of the raw image to obtain
its distortion-corrected replica. Furthermore, if we
place a stereo rig in front of the collimator and we
execute this procedure for both cameras, the
calibration process also compensates for
misalignments between the cameras, and so the
images obtained after correction are epipolar
rectified.
We began this study using a beam collimator
poorly adapted to omnidirectional devices as its
gimbal architecture allowed only for a limited

a)

b)

c)

Figure 4 Cylindrical reprojection of a fisheye image (bottom border corresponds to a minimum elevation of 30°)
Figure 3 Original fisheye lens and two perspective reprojections in different directions and at different focal lengths
rotation range and so an incomplete coverage of
the omnidirectional field of view. Also, the
primary mirror located on the axis of the
instrument produced spurious measurements at
extreme angles. Recently a new collimator was
installed with a gimbal giving full coverage and an
off-axis primary mirror, which now allows us to
obtain complete calibration maps.

5

HYPERCATADIOPTRIC SENSOR

5
5.1 Description
Among
the
few
commercially
available
hypercatadioptric devices, we chose the Omni
Directional Vision Sensor HL-X52 made by the
Japanese company Accowle Vision. This sensor
comprises a hyperbolic mirror with a diameter of
66 mm and geometric parameters a=33.7mm,
b=15.27mm and c=37mm, coupled to a Tamron 612mm vari-focal lens 12VM612T with its optical
center placed at the secondary focus of the
hyperbola. We attached to this sensor an IDS uEye
UI-2280 5Mpixel camera.
The field of view of the sensor covers a vertical
range from 50.5° above to 57.3° below the
horizontal plane crossing the focus, due
respectively to the finite size of the mirror and to
the occlusion by the camera mount. In azimuth,
the sensor covers the full 360°.

5.2 Projection

The eccentricity of the hyperbola is and the semilatus rectum 6.92 mm. Hence, the projection of
the mirror can be represented by the unified model
with parameters and .
As we could expect from a hyperbolic mirror with
an eccentricity near 1, the parameters of the
unified model are close to those of a parabolic
mirror: is very close to 1 and to . Therefore, the
image will follow an almost stereographic
projection.

6

FISHEYE LENS

6
6.1 Description

We wanted a fisheye that could be mounted on our
cameras (C mount), sharp enough to be coupled to
the 5 Mpixel uEye UI-2280 camera, and with an
image circle that would fit entirely inside the
limits of its 2/3-inch CCD sensor in order to get
the full FOV of the lens. We chose the Fujinon
FE185CO57, a lens that respected those conditions
while providing a field of view of 185°. As the
study progressed, we realized that we were willing
to trade off some of this FOV for a better filling
ratio of the sensor and hence a finer resolution on
the ground. Therefore, our future stereoscopic rigs
will be equipped with Fujinon FE185CO86 lenses,
that give a bigger image circle slightly cropped in
the vertical direction on a 2/3-inch sensor.

6.2 Projection

The manufacturer indicates that its fisheye lens
follows an f·theta (equidistant) projection. We can
confirm its claims, as the distortion polynomial
obtained from OCamCalib is indeed very close to
this ideal projection, as shown on Figure 2b.
If we fit the formula given by ( 1 ) to the distortion
polynomial, we get the parameters of the unified
model that give an equivalent projection: and 4.36
mm. The model remains injective even if as long
as its domain is restricted to . The higher value of
with respect to the hypercatadioptric sensor
implies that radial compression near the borders of
the image circle will be more pronounced using
this lens.
Once the projection was determined, we were able
to reproject the images in different useful ways.
Figure 3 shows a fisheye image and two perspective
reprojections at different simulated focal lengths
and directions. Figure 4 shows a cylindrical
reprojection of the same image.

7

COMPARISON

7
7.1 Calibration
Both devices were first calibrated using checkered
targets. Once the target is detected and its
orientation determined on an image, a model of the
target can be reprojected using the calibration
parameters, and the distance (in pixels) between

the theoretical and detected corners give us the
reprojection error. Table 1 shows the mean values
observed for the different devices. We added for
the sake of comparison the results obtained for a
classic perspective camera of one of our
conventional stereoscopic rigs (calibrated with the
collimator method previously described). We
observe that the reprojection error for the
perspective camera is about ¼ of a pixel at 3
meters, which is close to the error level that we
have observed in previous studies with more
accurate methods, and therefore makes us
reasonably confident on this comparison method.
The results given by the fisheye lens are almost as
good, with the reprojection error being
consistently below 1 pixel at the working distances.
On the other hand, the catadioptric device shows a
reprojection error significantly worse, above 1
pixel at the distances of the study.
Table 1 Reprojection error after calibration
Dist.(mm)
1000
1600
2000
3000
4700
5000

Perspect.
0.24
0.24
1.51
-

Fisheye
0.69
0.39
0.4
1.05

Hypercat.
1.21
1.04
-

The next calibrations were performed using our
old beam collimator with its limited range gimbal.
The hypercatadioptric device was set vertically on
the gimbal, which made it perform multiple
sweeps between -180° and 180° in azimuth at
different elevations in the ±45° range. This
calibration worked very poorly. The cylindrical
glass cover protecting the mirror created parasitic
reflections, which led to wrongly detected or
missed impact points. A targeted search around the
expected impact point was implemented, but it did
not completely solve this problem.
Calibration of the fisheye lens on the collimator
worked much better, even though the coverage
was incomplete. The sensor was mounted with its
optical axis aligned to that of the collimator, and
the gimbal was set to sweep ±90° in azimuth and
±45° in elevation. Although the coverage was
limited, a polynomial model was fit to extrapolate
the correction map to the whole sensor, and the
complete calibration map was successfully used
for subsequent tests.
As mentioned in §4.2, we now have at our
disposal a new collimator that offers a full
coverage of the FOV of omnidirectional sensors.
A recalibration of our fisheye lenses is scheduled
for the months to come and should provide
significantly better accuracy on the previously
extrapolated regions.

7.2 Ground coverage

Once the omnidirectional sensors were properly
characterized and we had an accurate theoretical
model, we studied how their pixels would be
projected on the ground once mounted on a rover
to see if the regions of interest received a
sufficiently dense coverage.
For hypercatadioptric devices, two configurations
were evaluated, both with the optical axis in a
vertical direction. Since the FOV of these devices
extends almost symmetrically below and above
their transversal plane, we studied the
configuration with the mirror pointing up (MPU)
and with the mirror pointing down (MPD). Figure 5
shows the projection of the pixels on the ground
for both configurations, with the sensor mounted
on top of a 1.7-meter mast (characteristic of our
reference Mars rover) and a 1:50 subsampling
factor for easy reading. The image covers the area
corresponding to the size of our local navigation
map, a 14  14-meter area centered on the rover (a
green arrow points to the front). The impact point
of the rays coming from useful pixels are plotted
as blue asterisks; cyan markers correspond to nonilluminated pixels, either outside the image circle
(dots) or masked by the camera and its support
(‘plus’ signs). The red star is the projection of the
optical axis.

a)

c)

b)

d)

Figure 5 Impact points (a, b) and density on the ground (c, d) for a hypercatadioptric sensor in MPD (a, c) and MPU (b, d) configuration
We can see that in both cases there is a blind circle
with a radius of around 1 meter (slightly bigger for
the MPU configuration), which is just a bit larger
than the footprint of the rover. Beyond this radius,
coverage is denser in MPU configuration, though
not very homogeneous in either case.
Figure 5 also shows the pixel density on the ground.
We divide the 14  14-meter area in 40  40 mm
cells (as we do in our navigation map) and we
count the number of projected pixels on each cell.
We set a minimum threshold of 5 pixels to
consider a cell as covered. We see that minimum
density in MPD is not ensured beyond 3 meters. In
MPU, the coverage circle extends to 5 meters, but
with very big variation radially and tangentially.
We did the same analyses for fisheye lenses. But
as their FOV is concentrated on a hemisphere, we
only studied configurations with the optical axis
pointing below the horizon, at different angles
from nadir. Figure 6a shows the projection of the
pixels on the ground with the lens at a height of
1.7 m and pointing straight down. We observe that
the coverage is much denser and more
homogeneous than that provided by the
catadioptric device in either of the two
configurations studied, with the additional
advantage of not having a blind region around the
optical axis. Figure 6b shows the impacts at an
elevation of 45°. If one is more interested in the
front sector than in getting an omnidirectional
coverage, this configuration shifts forward the
center of the most dense region, but at the cost of

losing toward the sky a bigger portion of the
sensor pixels. As in previous graphics, cyan dots
correspond to dark pixels outside the image circle.
Figure 6c and Figure 6d show the pixel density on
the ground for the fisheye lens at an elevation of
0° and 45° respectively. For a vertical pointing we
get a coverage radius of almost 7 m. With higher
elevations, the density of pixels in the front sector
increases, but a blind region appears behind the
rover. Compared with the corresponding plots for
the hypercatadioptric device, we see that the
covered area is bigger and that pixel density is
much more homogeneous, smoothly decreasing
with distance.

8

CHOICE OF DEVICE

The hypercatadioptric sensor suffers from several
issues that makes it unsuitable for our needs. As
mentioned in §7.1, the glass protection cover
prevented us from properly calibrating it on the
collimator. So, getting rid of this cover would be
the first thing to do before proceeding any further
with this device. But as the glass cover is the only
link between the mirror and the lens mount, we
would not be able to do this on the Accowle sensor.
Other hypercatadioptric sensors exist with no glass
cover and a central shaft linking the mirror to the
lens, but the rigidity of this configuration under
vibration seems uncertain. Calibration using
chessboard targets could be an alternative.
However, as shown in §7.1, the results given by

a)

c)

b)

d)

Figure 6 Impact points (a, b) and density on the ground (c, d) for a fisheye sensor pointing at 0° (a, c) and 45° (c, d) from nadir
this method are not great either.
Moreover, difficulty in calibration is not the only
problem that we have encountered when using this
device. Another critical issue is its very shallow
depth of field: sharp focus could only be ensured
on a narrow ring at a time. [6] shows that even if
the device satisfies the SVP condition, the virtual
image of a point will be spread out over a nonpunctual caustic as soon as we leave the pinhole
approximation for the camera and we consider
multiple rays from the source point entering a
finite aperture. In this case, the virtual image will
be blurred outside de depth of field of the lens
coupled to the mirror, depth of field that can be
indeed quite shallow because of the short distance
between the lens and the virtual image.
§7.2 shows that catadioptric devices are not
advantageous concerning ground coverage either.
Indeed, as we have previously shown, they offer
sparse and inhomogeneous coverage in a limited
radius, and they suffer from a blind region around
the center.
Finally, the high cost and the bulkiness of those
devices do not play in their favor. Stereoscopic
rigs based on them would be expensive and their
size would certainly exceed the output diameter of
the collimator, further complicating their
calibration.
For all these reasons, fisheye lenses were finally

chosen over hypercatadioptric devices. The main a
priori disadvantage of fisheye lenses, namely its
lack of a single effective viewpoint, was
eventually inconsequential. The distortion could
be accurately corrected using an equidistant
(single viewpoint) model, and no disturbing blur
was observed, the depth of field spanning at least
from around 25 cm to 10 m. The chosen lenses
were also compact and not excessively expensive,
which made them well suited to become the base
element of our stereoscopic rigs.
The only aspect that we found less satisfactory
was the limited surface of the sensor covered by
the image circle of the lens. To get the full 185degree FOV, the image circle has to be inscribed
inside the rectangle of the sensor. Our Fujinon
FE185CO57 ensures that condition with an
additional 140-pixel margin from the closest
borders. This results in a filling ratio of hardly
49%, which means that half of the pixels are not
illuminated and are therefore wasted. Switching to
a bigger image circle covering the same FOV
would reduce the solid angle subtended by each
pixel, thereby improving the resolution on the
ground. However, the image circle would be
cropped by the sensor, resulting in a reduced
effective FOV. We recently purchased a pair of
Fujinon FE185CO86 fisheye lenses to test this
compromise. With an image circle of 8.6 mm in
diameter (to be compared to the 5.7 mm of the
FE185CO57), they ensure a filling ratio of 94% of

a)

b)

d)

c)

Figure 7 Position (a,c) and expansion factor (b,d) of pixels after perspective (a,b) and cylindrical (c,d) reprojection
a 2/3-inch sensor at the cost of reducing the FOV
on the shortest axis to 140° (185° on the
uncropped image). As they have not been
calibrated yet, all fisheye images and calculations
in this article correspond to the FE185CO57
model.

9

STEREOSCOPIC MOUNTS

8
9
9.1 Alternatives
Our idea from the beginning was to find a
configuration for the stereoscopic rig that allowed,
after reprojection of the images, to treat them with
our conventional stereo matching algorithms. To
be able to ensure a fast, one-dimensional search,
the matching points must lie on the same line or
column in the two images of the reprojected stereo
pair. And for the pixel disparity to be correctly
translated into depth, the projection along this
line/column must follow a perspective law.
Two alternatives were considered that followed
these constrains:


A side-by-side mount, like that of
conventional stereo rigs, with perspective
reprojection of the images.



A coaxial mount, with one camera on top of
the other and both pointing down, and where
images are reprojected on a cylinder coaxial
with the cameras (perspective projection on
each longitudinal cylinder section).

In the first configuration, assuming that the sensor
lines are parallel to the stereo baseline, the
matching points will lie on the same line after
perspective reprojection of the image pair. In the
second configuration, the corresponding points
will be on the same radius of the original image,
which will translate into the same column after

cylindrical reprojection. [7] tested a coaxial mount
with paracatadioptric sensors. We set up a similar
mount but using fisheye lenses instead.

9.2 Resolution and pixel deformation

When we initially used 1 Mpixel cameras with our
omnidirectional sensors, we observed that the
pixelated images that we obtained after
reprojection followed a grid which was not
uniform in either size or orientation across the
image. Hence, we decided to study this pixel
deformation in order to find the optimal resolution
of the output images for proper resampling.
The surface of the pixels on the reprojected image
expands or contracts in different regions with
respect to the equal surface they had on the
original images, deviating from a base, common
scale factor given by the output resolution. In
order not to lose information on the reprojection
by downsampling, the resolution of the output
image should be high enough so that no pixel has a
scale factor below 1, thereby ensuring that no
region of the image is compressed with respect to
the original.
Another parameter introduces a scale factor on the
pixels: the focal length used for reprojection,
which in the case of cylindrical reprojection can be
more easily handled as the radius of the cylinder,
or better yet, the minimum elevation to be covered
(if the top of the cylinder is aligned with the upper
limit of the FOV). Output resolution and output
focal length/minimum elevation angle are
therefore the two parameters that had to be
optimized for each configuration to ensure that no
region is compressed while keeping resolution to
the minimum and limiting the maximum
expansion factor and the eventual crop of the FOV.
The best compromise that we have found for the
side-by-side configuration with perspective
reprojection consists in keeping the resolution of
the original image (24482048) and reprojecting it

a)

b)

c)

Figure 8 Perspective reprojection (b) and 3D reconstruction (c) from side-by-side fisheye images (a)
with a focal distance of 1.8mm (522 pixels). Figure
7a shows the original pixels reprojected on the
output image. We see that the expansion factor
increases from the center towards the borders. The
reprojection introduces a pincushion deformation
that compensates the barrel distortion of the
fisheye. If we want to keep the maximum
expansion within reasonable levels, we have to
crop the FOV of the fisheye. With an output focal
length of 1.8 mm we get a 126-degree FOV, with
a minimum expansion factor of 1 and a maximum
of 6.4 in the horizontal and 5.2 in the vertical
direction. Figure 7b shows the area from the
original image that is kept in the output image, and
the surface expansion factor of the output pixels.
For the coaxial configuration with cylindrical
reprojection, we have chosen an output resolution
of 5500  955 pixels, and a minimum elevation
angle of 30°. With these parameters, the expansion
factor ranges from 1 to 3.9 in both directions.
Figure 7c shows the original pixels reprojected on
the output image. We see that the expansion factor
increases from top to bottom, but also that it is not
completely homogeneous in azimuth either. Figure
7d shows the area kept from the original image as
well as the surface expansion factor. We can
observe that the variation of the expansion factor
in the radial direction (elevation) is much bigger
than in the tangential direction (azimuth).

9.3 Preliminary results

Several acquisition campaigns have been carried
out with fisheye pairs in both side-by-side and
coaxial stereo configurations. Figure 8 shows an
example of processing of side-by-side stereo
images. After perspective reprojection, and thanks
to an accurate calibration with the collimator,
matching points are found on the same line and a
depth map can be properly reconstructed. Stereo
pairs taken in coaxial configuration could also be
processed successfully, with matching points on
the same column after cylindrical reprojection.

10 CONCLUSIONS
Our work makes us confident on the feasibility of an

omnidirectional stereoscopic vision system and its
suitability for planetary exploration rovers. After
studying different acquisition devices, fisheye lenses
have proved to be the most promising solution. We
have studied and tested two different configurations
for the stereoscopic assembly, both of which can be
appropriate depending on the requirements of the
mission. We currently work to improve calibration
with a new beam collimator, to test fisheye lenses
with a wider image circle, to build a better coaxial
support and to adapt disparity filtering algorithms to
omnidirectional image geometry.
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