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generates the shortest path to the target, which avoids
the hazards previously identified. Figure 1 depicts the
geomorphic map derived from HiRISE imagery to
avoid bedrock-dominated slopes greater than 25°,
sandy slopes steeper than 12.5°, aeolian dunes and
ripples and rocks taller than one wheel diameter [3]
along Curiosity’s traverse between Yellowknife Bay
and the base of Mount Sharp.

ABSTRACT
Planetary rover driving operations are conducted by a
combination of manual and automated strategic and
tactical processes. A challenge facing operators is
detecting non-geometric soil hazards, or soft soils,
ahead of the rover which pose risk to rover mobility.
Increasingly, machine learning algorithms are being
used to make human-like geologic terrain observations.
While these approaches show promise, these
techniques have not been extensively used in planetary
rover operations. Mission Control Space Services,
through funding by the Canadian Space Agency, has
developed the Autonomous Soil Assessment System
(ASAS) which demonstrates a significant step towards
solving the problem of soft soil hazard prediction. This
paper provides an overview of the design of ASAS and
summarizes the performance and lessons learned from
a recent test campaign at the dunes of White Sands
National Monument in New Mexico.
ASAS
capabilities such as predicting terrain hazards and
dynamic terramechanics model adaptation were
demonstrated.
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Figure 1: Geomorphic map of Curiosity traverse
from Yellowknife Bay to Mount Sharp [3]
Tactically, science team members are engaged to
provide daily advice to rover planners to determine
safest routes using imagery downlinked such that new
commands can be uplinked to the rover for the next sol
[3]. The rover’s actual drive path deviates from the
planned route to avoid hazards and obstacles not
evident in the map derived from orbital data. AutoNav
(autonomous navigation with hazard avoidance),
initially developed for the MERs and now operating on
MSL, uses stereo imagery to detect geometric hazards,
assess traversability and plan a path through a
‘goodness’ map based on terrain hazards. AutoNav’s
current capabilities include detecting and avoiding

INTRODUCTION

1.1 Strategic and Tactical Rover Driving
Operations
Mars rover driving operations are conducted by
strategic path planning using orbital assets while
tactically accounting for hazards and science targets
within the field of view of the rover. Planning routes to
avoid known mobility hazards is achieved by
generating maps using HiRISE colour images and
elevation maps [1], where sandy and rocky areas are
inferred visually and an automated path planner [2]
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geometric obstacles, and automatically stopping the
rover if mobility hazard indicators are encountered.
Static hazard indicators have been identified a priori,
based on past driving experience. Pre-set thresholds for
risks on distinct terrain classes, based on terrestrial
testing and experience, are used to stop the rover’s
traverse and await further commands from the ground
[3]. For example, slip thresholds are used where
traverses are automatically stopped if slip exceeds a
defined limit.
A limitation in this approach is that such pre-set
thresholds require knowledge of terrain types and
traversability and trafficability performance of the
rover– which cannot always be known in advance as the
rover is encountering new terrain regularly. Further, it
is difficult for tactical teams to rapidly and accurately
classify terrain types and hazards for tactical operations
– particularly when encountering new terrain types. For
example, Curiosity sustained significant wheel damage
upon traversing rock-strewn terrain. As a result of
punctures and tears, the remaining wheel lifetime is
estimated at 10km motivating more careful path
planning. To avoid further damage, Curiosity was
directed towards megaripples (windblown, sand-sized
deposit covered by coarser grains) to cushion wheel
loads. However, the megaripples led to unexpected
mobility difficulties, with high sinkage (approximately
30% of the wheel diameter) and high slip (up to 77%).
Neither the rocky plateaus nor the megaripples were
initially thought to pose mobility hazards to the rover
by tactical operations teams and several sols were lost
due to tactical planning and analysis [4]. The most
notable rover embedding event, however, is that of the
Spirit rover at Troy. With degraded mobility (failed
front-right wheel) and all viable routes South leading to
the features of Goddard Von Braun had been exhausted,
Spirit broke through indurated crust into a hidden
hazard of unconsolidated soil which it could ultimately
not extricated itself [5].

1.2 Automated
Identification

Terrain

transients were used in [11] to distinguish between
loose and compacted soil.
While these approaches show promise at distinguishing
between terrain types, estimating mobility performance
remains a challenge. Estimating forward trafficability
of rovers can be achieved through physics-based
approaches, where wheel-soil interaction is modelled
using terramechanics, or data-driven approaches where
performance is obtained through regression on past
driving data. However accurate identification of soil
parameters (e.g. cohesion, angle of friction) in-situ for
use in a terramechanics model is challenging without
dedicate instruments or samples acquisition [12]. Datadriven techniques were used in [13] to estimate slip
ahead of the rover based on visual terrain appearance of
gravel, sand and asphalt, achieving 20% error. A
challenge in data-driven approaches is the lack of
sufficient driving data in the early mission phases. In
[7], Gaussian regression models built from Curiosity
slip data from Mars were compared against Earthcalibrated models used for manual slip prediction in
daily tactical operations. The Gaussian models
performed at least as well as the Earth-model at
estimating slip across small rocks, bedrock and large
rock terrains. Neither the Gaussian or Earth models
were capable of accurately predicting slip in sand due
to the inability to distinguish terrain geometry, sand
depth and granular material properties. The analysis
also showed the shortfall of current operational
strategies at understanding uncertainty bounds of a slip
estimate.
Because automated and non-geometric hazard terrain
maps have not been extensively used in planetary rover
operations, the efficiency and capability of operations
workflows that incorporate such data have not been
tested. A prime motivation for this work has been to test
this emerging data-driven, machine learning protocol in
real-time, for making tactical driving decisions.
Additionally, this work attempts to overcome shortfalls
of visual terrain classification and accurate slip
estimation by using an online, dynamically updated,
data-driven terramechanics model to adapt to
proprioceptive measurements and heuristic measures of
mobility risk which account for uncertainly bounds of
the slip prediction. An overview of this approach is
provided in Section 2 and a discussion of results from a
recent test campaign in White Sands National
Monument follows in Section 3.

Hazard

Beyond performance limitations posed by human-inthe-loop approaches to terrain and hazard identification
outlined previously, time sensitive rover missions such
as a sample fetch or 14-day lunar prospecting mission
also motivate faster tactical operations cycles to cover
more distance in shorter timeframes. The gap between
rover navigation by human input and automated hazard
detection and avoidance is filled increasingly by
machine learning algorithms, which seek to make
human-like geologic terrain observations [6]. Recent
research has focused on automatic classification of
terrain for path planning using exteroceptive sensors
[7], early warning detection to avoid embedding
situations using proprioceptive sensors [8] and
combining both exteroceptive and proprioceptive
information for forward prediction of non-geometric
mobility hazards [9]. Data-driven approaches for
terrain traversability analysis have also been explored
using orbital imagery for landing site selection [10].
However, as surface appearances does not always
correlate to underlying mechanical properties, thermal
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AUTONOMOUS
ASSESSMENT SYSTEM

SOIL

The Autonomous Soil Assessment System (ASAS),
developed by Mission Control Space Services, is a
software tool designed to predict non-geometric
mobility hazards in the rover’s field of view. ASAS
uses a rover's navigation sensors to measure its mobility
performance as it drives, and relates it to visual terrain
features of the terrain.
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measure the soil-wheel interface with data from the
wheel-facing hazard camera. When a grid cell is
reached, the real-time data is correlated with the
predicted terrain class and is used to train a
terramechanics model.
The ASAS terramechanics models are data-driven,
where the estimated slip is paired with terrain slope,
estimated from the IMU data, for each terrain class.
Each terrain class’ terramechanics model is thus a
collection of paired rover slope and slip values. These
are stored in a data structure that continually updates
using the most recently available data, and eventually
discards older data – making the terramechanics models
dynamic. Sinkage, while measured in real-time by
processing imagery from a hazard camera mounted
under the rover, is not currently incorporated into the
terramechanics model as it has not yet shown in testing
to provide additional value in predicting incipient
embedding over and above predictions based on slip
alone.

Figure 2. ASAS Architecture
During operation, the core functionality of ASAS
occurs in two main steps: the prediction stage, and the
measurement/correlation stage. First, the rover images
terrain ahead of itself to predict the terrain class and
subsequently the trafficability of that terrain. As the
rover then passes over that terrain, it correlates the
predicted terrain class with the trafficability metrics of
that location. This correlated data is used to train the
terramechanics model which is the basis for future
hazard prediction – essentially training the system as it
drives.

During the hazard prediction step, the terrain class and
slope ahead of the rover are used to infer expected slip
– according to the underlying terramechanics model. A
hazard level is assigned based on probabilistic estimate
of mobility hazard from raw data and the predicted slip
value. Hazard levels are assigned to three heuristic
metrics: low, medium, or high. The criteria for the
transition from low to medium risk is set at: More than
5% of data points within a slope bins are over 20% slip
OR Expected Slip > 20% (the latter to take care of cases
that lack sufficient data for the probabilistic calculation
and are based on interpolation or extrapolation). The
criteria for the transition from medium to high risk is
set at: More than 67% of data points are over 20% slip
OR Expected Slip > 50%. Drawbar pull (DP) increases
with increasing slip, but the rate of increase is generally
lower in the 20% - 80% slip range than it is in the <20%
slip range. Meanwhile, negative effects such as sinkage
increase above the 20% slip mark [15]. Further, it has
been observed during ASAS field testing that once slip
reaches 20%, high variations in slip are observed.

The system inputs are the exteroceptive and
proprioceptive data; the outputs to a Graphical User
Interface (GUI) are a set of grid cells each containing
the geometry of the terrain beneath the grid, the terrain
class, the predicted slip and the predicted hazard level.
The exteroceptive data are the visual and depth images
of the terrain that are used for terrain identification and
slope estimation, or what the rover ‘sees’. The
proprioceptive data makes up the trafficability metrics
– slip, sinkage, rover pitch and are all measured in realtime as the rover drives, or what the rover ‘feels’.
ASAS’s architecture is depicted in Figure 2.
The Exteroceptive module has two tasks. In the first,
the surface normal, centroid, and a roughness scalar are
computed for each grid cell from a pointcloud derived
from a stereo image pair. Then, using 100x100 pixel
subcells in each grid cell, HOG (Histogram of Oriented
Gradients) texture descriptors are computed and the knearest neighbor algorithm is used to predict the terrain
class by comparing it to the closest image subcell from
a training set generated by an expert user. Additional
details regarding ASAS’s terrain classifier is provided
in [14]. The terrain class for each grid cell is found by
taking a weighted sum of confidence level (from the
classifier) for subcells within each grid cell. The grid
cell terrain class – along with the predicted slope – are
then used to obtain a hazard level from the
terramechanics model for each grid cell.

When the rover faces slip that is not expected in the
model corresponding to the terrain class observed, a
slip-bias algorithm is initiated to shift the hazard slopethresholds to appropriately match the most recent slip
measurements and affect the predictions of the terrain
ahead. A pair of 2σ lines are drawn, showing twice the
standard deviation of slip data for a sliding slope
window of 1° (as seen by the thin black lines in Figures
6 to 9). For each slip-slope point outside the 2σ lines,
the difference in slope to the nearest 2σ line that has the
same amount of slip is measured. This difference in
slope is the slip-bias. The medium/high hazard regions
can be shifted by the slip-bias to make the hazard levels
match the most recent slip-slope data. The purpose of
this slip-bias is to account for unexpected detection of
high slip resulting from inaccurate terramechanics
models, erroneous terrain classification or sudden

At the same time, the proprioceptive module is
measuring trafficability metrics for the terrain the rover
is currently traversing. Slip is estimated by comparing
the difference between velocity estimated from visual
odometry and wheel odometry, while sinkage is
measured by using a real-time vision algorithm to
3

changes in mobility performance of the rover (e.g.
motor failure).

angles. Figure 3 depicts the J5 rover with rigid metal
wheels.

In its current implementation, the terrain classification
and hazard prediction information is displayed to
through a graphical user interface (GUI) to the rover
operator, thereby allowing them to make more
informed decisions regarding terrain trafficability.
Each grid cell represents the footprint of the rover, in
this case Argo’s J5 rover [16], and is highlighted
according to the hazard level predicted. The terrain
class detected and the classifier confidence is also
displayed in the bottom left corner of each grid cell.

Figure 3. Argo J5 with ASAS sensors and custom rigid
metallic wheels

3 FIELD TESTING
The performance of the Autonomous Soil Assessment
System (ASAS) was evaluated at White Sands National
Monument (WSNM) from February 27 to March 18
2018. WSNM is a field of white sand dunes composed
of gypsum crystals and is the largest of its kind on
Earth. It contains sizeable dunes and the presence of
ripples with some variation of sand consolidation. The
site was selected due to the abundance of nongeometric obstacles, its suitability for testing during the
winter months of 2018, and the large areas suitable
collecting sufficiently diverse data for training and
testing phases of ASAS.
th

The UTM coordinates of the staging area are
(380752.28, 3631875.47, 13S), where the main control
station was set-up. All drives were conducted at a speed
of 0.2 m/s. The rover was driven manually by an
operator walking alongside it for safety.

th

Three distinct terrain classes, characterized their level
of compaction, were identified prior to testing, and
assessed to provide ground truthing of ASAS’s
performance. These terrains are described in Table 1.
Table 1. Terrain types at WSNM
Loose Unconsolidated Sand
Soft and easy to
sink into. Found at
the leeward side at
steep angles, and
on top of dunes in
geometric ‘saddle’
areas at low angles.
Firm Unconsolidated Sand
Hard and not easy
to sink into. Found
at the windward
side at lowmedium angles,
and on top of
dunes in some
areas.
Cemented Consolidated Sand
Hard, crusty,
cracks with force,
and foot does not
sink in. Found in
patches on the
windward side of
the dune and
sometimes on top.

3.1 Test Objectives
The field test campaign was designed to test ASAS’s
ability to detect non-geometric obstacles, which would
otherwise result in embedding, ahead of the rover. The
following test objectives were developed to quantify
the performance of ASAS:
•
Characterize performance of ASAS’s terrain
classifier on terrain types available at WSNM;
•
Quantify slip and hazard prediction accuracy of
ASAS on terrain types that pose non-geometric
hazards available at WSNM;
•
Verify ASAS’s ability to predict hazards despite
limitations in detecting terrain types (i.e. visually
similar terrains with different terramechanics
properties) using its slip-bias mode which
dynamically updates the terramechanics model
Prior to testing ASAS’s performance, data collection
activities were conducted to build up the
terramechanics and train the terrain classifiers. The
field deployment was divided into two testing phases:
training and validation.

3.2 Test and Site Description
The field deployment was primarily conducted from a
base station with several workstations set-up near the
test area or trailer, depending on accessibility. The Argo
J5 rover [16] was equipped with custom small rigid
metallic wheels to replicate, approximately the
effective ground pressure of the MERs, an onboard
power
conversion,
computer,
and
sensors
(stereocamera, undercamera, RTK-GPS, and IMU).
Note that the RTK-GPS was used for mitigating visual
odometry failures in featureless dunes with high sun

The loose and firm classes were nearly visually
indistinguishable from each other, and visually distinct
from the cemented class.

3.3 Demonstration Results
A total of 78 tests were conducted for a total of 2.1 km
of driving, including 15 on firm sand, 60 on loose sand,
4

5 on cemented sand and 9 on heterogeneous terrains.
Testing was emphasized on loose sand as it posed the
highest risk of embedding at low slopes. Figure 4
depicts all drives conducted at the test site, labelled as
either training tests (to collect data to train the
terramechanics model and terrain classified) or
validation tests (to test performance of ASAS).
Figure 5. Loose unconsolidated sand terramechanics
model

Figure 6. Firm unconsolidated sand terramechanics
model

Figure 4. Map of all tests conducted at White Sands
National Monument

Figure 7. Cemented consolidated sand terramechanics
model

The terramechanics models generated for all three
terrain types from the training tests are provided in
Figures 6 to 9. The middle line in the model shows the
average slip in each 1° wide bin. The upper and lower
lines show the 2-sigma deviation in the data. Each slip
vs slope point is represented with a small black dot. The
green area represents the range of slope that is
considered low-hazard, yellow represents medium
hazard, and red represents high hazard as defined
previously. There are significantly more sample points
in the loose sand data set because it shows the most
unusual behavior and was therefore investigated more
thoroughly. Loose sand exhibits high slip at much lower
slopes than firm sand, with medium and high risk
thresholds at 2° and 6° vs. 7° and 10°. This is due to
lower compaction in loose sand, resulting in higher
sinkage and slip than in the more compacted firm sand.
The high strength of the cemented sand results in higher
slope climbability of the rover, where medium and high
risk thresholds are 9° and 15°. However, cemented
sands are found primarily on windward sides of a dune
where slopes are less steep, and as such, there is less
data in the terramechanics model at high slopes.

3.3.1

Terrain Classifier Performance

The terrain classifier was trained and then validated on
a set of images that were gathered over the course of the
entire deployment. During the training phase - a set of
2550 100x100 pixel training images were collected
from various drives and then labelled so that they can
be used to train the terrain classification algorithm.
Each training image was labeled as either consolidated
(i.e. loose and firm sand) or unconsolidated sand (i.e.
cemented) – which were the two visually distinct
terrains observed at the test site. As loose and firm
unconsolidated sand were not visually distinguishable,
the classifier was incapable of detecting the difference
between these two terrains. The performance of the
classifier was then validated by predicting the terrain
type of the first row of grid cells over 11 separate
drives. This data was collected during the validation
tests of the deployment. The performance evaluation
can be found in Table 2 and Table 3.
Table 2 The terrain classifier performance on a set of
6106 validation images of either consolidated or
unconsolidated sand

Actual
5

N = 6106
Consolidated
Unconsolidated

Predicted
Consolidated Unconsolidated
1764
680
259
3403

Table 3 The ASAS terrain classifier performance on
the validation set
Samples
Accuracy
Misclassification Rate

6106
0.846
0.154

Precision

0.833

The performance of the classifier relies on discrete and
homogeneous terrain types to correctly classify them.
Heterogenous terrains – such as the ones encountered
on interfaces between terrain types were extremely
challenging for the visual classifier.

Figure 9. Predicted vs. Actual Slip for Hazard
Prediction Demonstration Test C6S6
Figure 9 displays the actual (as measured
proprioceptively by the rover) vs. predicted (looking
ahead at the grid cells) slip during test C6S6. However,
the variance in slip for a particular slope in the
terramechanics model for unconsolidated firm sand is
high as seen in Figure 6, and as such, slip prediction is
non-deterministic particularly at steep slopes. The
heuristic measures of hazard levels (low: green;
medium: yellow; high: red), on the other hand, are
accurately predicted by ASAS providing practical
guidance regarding trafficability risk to rover operators.

While there were two distinct terramechanics models
for loose and firm unconsolidated sand, it was
impossible to distinguish between these two visually
identical terrain types by using only local texture
information. Contextual data about the dune geometry,
vehicle global heading against the wind, and even the
thermal response of the terrain were all observed to
have some correlation to the terrain types being
classified. Using this data - as well as other macro level
features - is thought to greatly improve the performance
of the terrain classification and hazard prediction
algorithms.

3.3.2

Table 4 summarizes the error in slip prediction and
hazard level prediction during validation tests.
Accuracy is determined by whether the measured slip
falls within the 2-sigma bounds of the terramechanics
model.

Hazard Prediction

Following the training phase, ASAS’s ability to
accurately predict hazard levels was verified on firm
unconsolidated sand. Hazard prediction results are
limited here to firm unconsolidated sand as cemented
consolidated sand did not pose significant mobility
hazards while loose unconsolidated sand hazard
prediction is addressed in the subsequent section.
Figure 8 displays the ASAS GUI following a test run
(dubbed C6S6) where the rover drove up a gradually
increasing slope. The grid cells display the hazard level
predicted by ASAS, while the terramechanics model for
the specific terrain type, along with hazard thresholds
associated with slope values, displays the data collected
during the test (blue markers) against the pre-trained
model (black markers). During this test, the rover
became embedded and immobile at approximately 11°
and ASAS displayed to the operator the upcoming
embedding event 2m prior to occurring by displaying
red grid cells.

Table 4. ASAS hazard prediction performance at
WSNM
Terrain
Firm unconsolidated sand
Loose unconsolidated sand
Cemented sand

% model
80%
97%
83%

Figure 10 and 11 show the number of slip
measurements that fall within the 2-sigma bounds of
each model (blue) and the number that are outside the
2-sigma bounds (red). Figure 10 shows the firm sand
data compared to the firm sand model – in general this
means that the predicted slip ahead of the rover is
correct around 80% of the time. The high number of
outliers at high slopes is indicative of the slip variability
– particularly upon embedding events where complex
slip-sinkage begins to occur. Cemented sand accuracy,
shown in Figure 11 is quite evenly distributed along
slope ranges. It should be noted, however, that
cemented sand was not homogeneous throughout
testing and some patches of firm or loose sand at the
surface impacted slip behavior.
The loose sand accuracy is not shown in detail here, as
the terrain classifier is unable to predict this terrain
type. Hazard prediction for loose sand is discussed
more in the next section.

Figure 8. ASAS GUI during Hazard Prediction
Demonstration Test C6S6
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Figure 13 Test C6S1 GUI view with high slip
detection enabled

Figure 10. Accuracy of slip predictions within 2-sigma
of terramechanics model for firm unconsolidated sand

It is clear from Figure 12 that without high slip
detection, the terramechanics model severely
underestimates slip and risk and from the operator’s
view of the GUI – the embedding event is not
anticipated. High slip detection shifts the hazard model
to the left to reflect data collected in real-time, and
hazard prediction is thus updated dynamically during
the drive. As a result, the upcoming embedding event
was detected as “high risk” 0.5m before occurrence. To
illustrate the dynamic nature of hazard prediction in
real-time, a 2D hazard map of the test drive at the start
of the test and immediately before encountering the
embedding event is shown in Figure 14.

Figure 11. Accuracy of slip predictions within 2-sigma
of terramechanics model for cemented consolidated
sand

3.3.3

High Slip Detection

A high slip bias mode was developed to provide a more
accurate hazard prediction to operators upon
encountering terrains which are visually similar but
terramechanically different. The terrain classifier
deployed in WSNM was unable to distinguish between
loose and firm unconsolidated sands. As such, ASAS’s
high slip detection mode was tested by driving on loose
unconsolidated terrains. During these tests, the
terramechanics model for the firm unconsolidated
terrain type was used, which underestimated slip (and
therefore risk) of the terrain – as seen in Figure 6.
Figure 12 and 13 compare the data collected during
(blue markers) a test (dubbed C6S1) against the
terramechanics model (red markers) -without and with
high slip detection respectively. The rover becomes
immobile at a slope of 6.5°, approximately 12m into the
drive.

Figure 14. 2D Hazard Map of C6S1 test at start of test
(right image) and prior to embedding (left image). A
grid cell here is 10x10m.
4 CONCLUSION
An overview of the Autonomous Soil Assessment
System (ASAS) was presented. ASAS is a data-driven
real-time software tool that can predict non-geometric
hazards for rover trafficability, using a terramechanics
model of rover slip-slope pairs for a discrete terrain
type as identified by a classifier. Results from a recent
field test campaign on three sand types (loose, firm and
cemented sand) at White Sands National Monument in
New Mexcio were presented and discussed.
A KNN terrain classifier that was trained to distinguish
between unconsolidated and consolidated sand types
was shown to have an accuracy of ~85%. These terrain
types were not previously investigated prior to field
deployment, demonstrating that ASAS’s terrain
classifier can be trained in situ to classify new terrains.
This test campaign further expands ASAS’s
performance previously trained and tested on
compacted sand, bedrock and rock strewn terrains [17].
Future work will investigate the use of thermal IR
imagery and classifiers such as Convolutional Neural
Networks to improve the accuracy of the classifier,
which have shown good performance for offline
classification of Martian terrain types [7].

Figure 12. Test C6S1 GUI view without high slip
detection enabled
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Two uses of ASAS were presented. In the first, ASAS
was used to predict the hazard of firm sand using the
firm sand terramechanics model trained in-situ in a
training phase. In the second, ASAS was used to detect
unexpected high slip on terrain (loose sand) that was
visually similar to, but terramechanically different than
the expected terrain (firm sand). In both use-cases,
ASAS was shown to be a useful predictor of
trafficability hazards to a user, with accurate prediction
of heuristic measures of risk. Limitations in accurate
slip prediction using a slip-slope model were also
shown.
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