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ABSTRACT
NASA has been investigating the feasibility of deploying a low-flying rotorcraft scout on Mars to
assist in the exploration of the planet. The coordination between Mars helicopter and rover is the
next challenge ahead. In this paper, we study the
feasibility and performance of high fidelity visual
sensing for localization of a Mars Rover in Mars
copter-generated-maps (CGM). Using a sequence
of aerial imagery captured by Mars helicopter flying ahead of the rover, a map of the environment
is constructed and represented by a set of salient
image features. Accordingly, we study the performance of aerial-to-ground (A2G) image similarity evaluation embedded in a Bayesian filtering
scheme for the purpose of robust rover localization. We test the system empirically at the Jet
Propulsion Laboratory’s Mars Yard and demonstrate its feasibility and performance.

1

INTRODUCTION

Over the past few decades, Mars exploration missions have delivered a wealth of knowledge and
information about the history, composition and
evolution of Mars and the solar system. In order to improve the productivity of future robotics
missions to Mars, NASA has been developing an
autonomous solar powered helicopter that could
scout the terrain for future Mars rovers (Figure 1).
The Mars Helicopter [1] significantly improves
the distance traversed by the rover in a Martian
day (Sol). In nominal conditions, the helicopter
would undertake daily autonomous flights, during which it would fly for several hundred meters
and provide high resolution aerial map at altitudes
ranging from 3m to 10m above the ground. The
rover needs to obtain accurate localization on the
aerial map in order to safely navigate toward the
science targets for exploration.
Localization methods that rely on scene image
matching, have proven to be successful in environments where sufficient salient landmarks and
features at known locations can be extracted from
feature-rich images of the environment [2, 3, 4].
In such methods, once a query image is matched

Figure 1: A Mars helicopter would scout the local
terrain ahead of the rover, and provide a high resolution map of the environment. The rover needs
to obtain localization on the aerial map, in order
to safely navigate toward the science goals - Image credit: NASA/JPL-Caltech
with a geotagged image, the location of the query
image can be inferred from the matched image.
As shown in Figure 2, in a Mars-like environment due to presence of repetitive surface features
across multiple scenes, and sparsity of salient
landmarks in the environment, feature-based image matching often lacks sufficient distinctiveness, and could result in perceptual aliasing and
ambiguity in rover localization. This problem is
further exacerbated in case of aerial-to-ground image matching, due to the change in viewing angle
between aerial and ground imagery.
An illustration of exploration by a team of Mars
rover-copter is presented in Figure 3, which shows
a 3D reconstruction of the JPL’s Mars Yard from
a sequence of aerial images provided by the helicopter. The map provides a high resolution representation of the local terrain along with regions
of interest and science targets for further surface
exploration. Natural landmarks with known locations on the map can serve as information sources
that rover can use to estimate its state.
In this work, we study the feasibility of obtaining
accurate rover localization on an aerial map, by
relying on A2G image similarity evaluation integrated with a probabilistic Bayesian filtering.
The rest of this paper is organized as follows: in
the rest of this section we provide a review of the

Figure 2: Different Martian terrain types - (a) represents a feature-rich environment. (b) and (d)
represent feature-poor environments. (d) represents an environment with repetitive features - Image credit: NASA/JPL-Caltech
related work. Section 2 outlines the problem formulation. In Section 3, presents the problem of
perceptual aliasing in feature-poor environments
and introduces our an image similarity evaluation pipeline in order to reduce the ambiguity in
image matching. Section 4 presents the integration of the proposed image similarity evaluation
pipeline with a Bayesian filtering algorithm in order to enable a robust vision-based localization for
the rover. Section 5 presents the results of our experiments in the JPL’s Mars Yard. Conclusion and
future work are discussed in section 6.

1.1

Related Work

A2G Localization: Accurate vision-based localization is a fundamental prerequisite for reliable
autonomous navigation, and over the past decade
a growing body of literature has been focused on
this topic. In [4], authors address the problem
of vision-based localization of a micro aerial vehicle (MAV) in an urban environment. The localization with respect to surrounding buildings
is achieved by air-ground image feature matching between low-altitude MAV-based imagery and
ground level street view images. In a similar work
[5], authors introduce an image-based localization
in urban environments based on the use of a widebaseline matching technique. Accurate location
estimation is established from triangulation between query image and the closest reference images in geotagged database.
Authors in [6] propose a feature-based localization method between air and ground, by using
particle filter and leveraging features associated
with vertical structures. They obtain localization
by relying on robust descriptorless features such
as edges of buildings, and matching them to predetermined locations of vertical structures in an
orthographic overhead map. In [7], a ground-to-

Figure 3: By performing structure from motion on
the aerial imagery, the 3D reconstruction of the
terrain in JPL’s Mars Yard is obtained. The aerial
imagery is provided by a helicopter taking images
of the terrain while flying in a zig-zag motion. The
map encodes information about the traversability
of the terrain and location of autonomously discovered science targets. Using the onboard camera, the rover needs to obtain accurate localization on the map, in order to successfully traverse
the terrain toward the science target.

air localization between a team of two aerial vehicles and a ground vehicle is presented. Using the
UAV’s onboard cameras a map of the environment
is obtained. The ground vehicle then obtains pose
estimates from a dedicated aerial robot that tracks
and localizes the ground robot on the map.
Even though such methods perform well for
vision-based localization in feature-rich environments, it is not known if localization by relying
on feature-based image matching can perform efficiently and robustly in Mars-like environments
with sparse and repetitive features.
Mars Rover Localization: Rover localization
based on satellite imagery has been a subject
of interest in the past decade. Authors in [12],
warp rover’s images to obtain a birds eye view
of the ground, before comparing it against a grid
of satellite imagery. In similar studies [13, 14],
a rover localization approach using HiRISE [15]
orbital imagery is introduced, where outstanding
landmarks such as craters, cliffs, and hills are used
for image matching between ground and orbital
imagery. However, due to the low resolution of
HiRISE imagery, such methods are typically effective in feature-rich areas with large and distinctive surface features.

2

PROBLEM FORMULATION

In this paper, we address the problem of localization of an autonomous Mars rover in an aerial map
of a Mars-like environment, provided by a helicopter scouting the terrain ahead of the rover.
Environment Representation: High resolution
aerial imagery of a Mars-like environment is obtained from a helicopter scouting the local terrain.
From a sequence of n aerial images A = {ai }ni=1 , a
copter-generated-map (CGM) of the environment
is obtained.
Rover state and dynamics/sensing models: The
rover dynamics is denoted by xk+1 = f (xk , uk , wk ),
where rover’s state (position) is denoted by x,
which encodes rover’s location in CGM coordinate system.
uk denotes the rover’s action obtained from visual
or wheel odometry, and wk is the state-dependent
process noise. Rover is equipped with on-board
cameras and zk = h(xk , vk ) denote the rover’s observation model (rover’s query images) at time
step k, where vk is the state-dependent observation
noise.
Objective: Given a copter-generated-map of a
Mars-like terrain, determine the rover’s state in
the CGM, relying on a sequence of observations
made by the rover’s onboard cameras.

3

A2G IMAGE SIMILARITY
EVALUATION

A Mars-like environment often lacks highly distinctive visual landmarks that can be reliably used
for image registration and retrieval. In addition,
illumination variations, and changes in the viewing angle between the aerial and ground imagery
makes it more difficult to reliably match the extracted image features. As a result, feature-based
image matching in such environments often lacks
sufficient distinctiveness, and leads to perceptual aliasing. Figure 4 depicts our proposed image similarity evaluation pipeline, which enables
us to reduce the ambiguity in feature-based image matching and evaluate the similarity between
ground and aerial imagery.
Feature Extraction: With no global positioning
system on Mars, the aerial imagery obtained by
the helicopter is not geo-registered and the relative location of autonomously detected landmarks
and science targets in the aerial imagery is unknown. In order to geo-register the images, and
obtain the 3D structure of the terrain (Fig. 3), we
first need to extract salient image features from the

Figure 4: Image similarity evaluation pipeline,
enables reduction in data association ambiguity
and similarity evaluation of rover’s observation to
the provided aerial imagery
aerial imagery. As presented in Section 5, we rely
on the Speeded-up Robust Features (SURF) [16],
that has a higher performance in terms of inlier
corresponding features between aerial and ground
imagery when tested on our dataset.
Structure form Motion: In the next step, we
use the iterative and robust structure from motion (SfM) method presented in [17]. Structure
from motion involves image feature extraction
and matching, camera pose estimation, camera
motion estimation (from the estimated camera positions), and recovery of the 3D structure of the
terrain using the estimated motion and features.
SfM estimates relative camera locations, as well
as relative locations of landmarks in aerial imagery. For an aerial image ak , we denote the estimated camera location by ckA , and define C A =
{(ciA )}ni=1 , the set of camera locations estimated for
n aerial images in A.
Copter-Generated-Map: We denote the coptergenerated-map by CGM = {(piA )}ni=1 , a set of n
feature keypoints extracted from the aerial imagery A, where each keypoint pA , consists of a
SURF feature descriptor and a 3D location (obtained from SfM) which represents the pose of
the point in CGM. In addition, we define a mapping, Points, between the feature keypoints and
their corresponding camera locations and aerial
images. For instance, Points(pkA ) maps feature
point pkA to its corresponding camera location ckA ,
and the aerial image ak where the point was observed.
Onboard Sensing: We denote rover’s observations of the environment (query images) by zk =
{(piz )}m
i=1 , a set of SURF feature keypoints extracted from rover’s image of the local terrain.

Similarity Evaluation: For every feature in zk ,
we perform the search in feature descriptor domain for its closest neighbor in CGM by using
the Fast Library for Approximate Nearest Neighbors (FLANN), that is proven to be efficient and
fast when working on high dimensional spaces
[18, 19]. FLANN uses multiple randomized KDtree or K-means tree forests for search in high dimensional spaces, which results in significant improvement in computation and speed, compared to
methods that rely on the nearest neighbor search.
Outlier Rejection: After finding the corresponding features points, the Random Sample Consensus (RANSAC) algorithm [20] is used to detect
and remove outliers from the set of corresponding points. Due to presence of repetitive and similar surface features (Figure 2), RANSAC cannot
completely remove the outliers from the set of
corresponding points. Thus, in order to further
reduce the number of outliers in the corresponding points, for every point Paj for 0 < j < k we
use the mapping Points(paj ), in order to find the
corresponding aerial image where the point was
observed. If the number of inlier points that are
mapped to the aerial image a j is less than 20, we
consider this as a weak match and remove all the
inlier points from consideration. We denote the
pair of inlier image features by Pz = {(piz )}ki=1 and
Pa = {(paj )}kj=1 for the remaining points in rover’s
query image and the CGM respectively.
Perceptual Aliasing: After reducing the number
of outliers by using RANSAC and weak match rejection, we define perceptual aliasing as the ambiguity in data association where the remaining
inlier keypoints belong to multiple aerial images,
each of which represent a different location on
the map. Figure 5, presents a typical example of
such perceptual aliasing in a Mars-like environment. After applying RANSAC and weak match
rejection, there are a large number of inlier feature
points between the query image of the terrain, and
four different aerial images.

3.1

Average Hausdorff Distance

After removing the outliers from the set of corresponding points, using the mapping Points that
maps each point to its corresponding aerial image,
we group the corresponding points into subsets,
S
S
Pa = ki=1 Fi and Pz = ki=1 Gi , such that all point
in a subset F j belong to aerial image a j and all
points in G j are the inlier points corresponding to
F j where 1 < j < k. In this step, we rely on
the pixel locations of F j and G j in the aerial and

ground images, in order to estimate a 2-D geometric transformation between the two image. The
transformation T , that maps the points from one
subset to another is then used to obtain F 0j = T F j .
In the next step the reprojection error, ha(F 0j , G j ),
is obtained by finding the Hausdorff [21] average
distance, which enables an accurate measure of
similarity between the two sets of projected points
and measured points. We define the Hausdorff average distance by
X
ha(F 0j , G j ) = (
ming j ∈G j || f j0 − g j ||)(|F 0j |)−1 (1)
f j0 ∈F j

where |F 0j | is the cardinality of F 0 . The similarity
score of an aerial image, a j ∈ A, to observation, zk
is given by
s(zk , a j ) = (1 + ha(F 0j , G j ))−1
(2)
Using this method, for an observation zk a similarity score is obtained for all aerial images in
A. For images that are flagged as a weak match,
or images with no corresponding points, a similarity score of 0 is assigned. Using the mapping,
Points that maps a group of keypoints to a camera
location where the points were observed, we can
present the final result as a probability distribution
that represents the likelihood of observation zk for
each camera location in CGM
X
s(zk , a j ))−1
(3)
p(zk |xi ) = s(zk , ai )(
j∈A

This computed distribution, is then used in the
Bayesian filtering scheme presented in Section 4,
in order to compute and update the posterior probability.

4

ROBUST LOCALIZATION

As discussed in Section 3, A2G image matching
in a Mars-like environment leads to multi-modal
and ambiguous results. The best one can obtain
from A2G image similarity evaluation is a distribution that represents the likelihood of every
observation in CGM. This ambiguity in image
matching can be considered as a non-Gaussian
noise in visual sensing of the environment.
We rely on a Bayesian filtering scheme [22], to
cope with such multi-modal similarity distributions. As depicted in Figure 6, by relying on
Bayesian filtering, the localization uncertainty of
the rover can be reduced when feature-rich sequence of observations are obtained by onboard
vision sensors.

Figure 5: A typical example of perceptual aliasing in a Mars-like environment - Due to sparsity of salient
landmarks and similarity between different scenes, extracted SURF features of a query image are matched
with four aerial images, where each matched image represents a different location in the environment. Only
Figure (a) is considered a true positive, as it represents the same location in the environment.
Prediction: In the prediction step, by relying
on rover’s motion model and data obtained from
rover’s odometry sensors (e.g., visual or wheel
odometry), the prior distribution is propagated.
b−k+1 (x) = conv(bk (x), N(uk , Qkuk k))
=: τ− (bk (x), uk ).

Figure 6: Evolution of belief over time - As rover
traverses the terrain, using Bayesian filtering, the
localization uncertainty of the rover can be reduced when feature-rich sequence of observations
are obtained by onboard vision sensors.
We denote the belief state of the rover by bk =
p(xk |z0:k ), to represent a probability distribution
over all possible states in CGM. Let B be the
set of all belief states (belief space) of the rover.
To capture the non-Gaussianity of the distribution,
we represent the belief by a finite set of particles,
where each particle consists of a state x in CGM,
and an importance weight w, which is a measure
of compatibility with new measurements.
At time t = 0, the prior belief that represents the
initial distribution of state for the rover is given
by p(x0 |z0 ) ≡ p(x0 ). Since at this time no observations of the environment are available, an accurate rover state estimation in CGM is not possible. Thus, we assume it is equally likely for the
rover to be at any location in environment. This
can be shown with a set of n particles uniformly
distributed over the aerial map.

(4)

Update: As the rover traverses the terrain and a
new observation zk+1 is obtained, the similarity of
the observation to the aerial imagery is evaluated
and using the distribution obtained from Eq.3 the
importance weight of each particle is updated as:
b̀k+1 (x) = b−k+1 (x)p(zk+1 |x) =: τ+ (b−k+1 (x), zk+1 ). (5)
Resampling: We denote the importance resampling by
bk+1 = τ s (b̀k+1 (x)),
(6)
where, τ s is the resampling function. The probability of a particle being selected during the resampling process is proportional to its importance
weight, which represents the likelihood of being
the correct representation of rover’s state, given
the motion and measurement models.
Bayesian Recursion: This recursive algorithm
continues as the rover traverses the terrain and
makes new observations. The evolution of belief using the sequence of obseravtions and rover’s
motion model is given by
bk+1 = τ(bk , uk , zk+1 ) = τ s (τ+ (τ− (bk , uk ), zk+1 )) (7)
where bk+1 is the new belief based on set of particles that are sampled from the state space.

5

EXPERIMENTAL EVALUATION

Mars Yard: We conduct a set of experiments
at the Mars Yard (Figure 7) in Jet Propulsion
Laboratory. The Mars Yard is an outdoor simulated Martian landscape environment that provides a large test area (21m x 22m), to test different robotic applications under natural lighting
conditions. The soil characteristics, the rock colors, and their sizes and distribution are intended to
match images from the Martian landscape.

that can be repeatably detected at consistent locations under illumination variations, image transformation and different viewing angle conditions.
In this experiment a reference image of the terrain
was obtained using a downward-looking camera.
In the next step, the same part of the terrain was
captured from different viewing angles. Figure 9(a) represents the total number of extracted features (SURF, FAST, BRISK, Harris) from images
of the terrain under different viewing angles.

Figure 7: A prototype rover for earth-based testing of Mars Rover in the Jet Propulsion Laboratory’s Mars Yard
The Aerial Image Database: A Sony ICX445
camera with a 2.7mm FUJINON Fish-eye lens
was used for acquiring the aerial imagery. The
aerial image dataset consists of 1400 color images
at 640×480 resolution, and was created by moving
along a zig-zag trajectory at an altitude of ∼ 2m
above the surface. Figure 8 represents a top-view
3D reconstruction of the Mars Yard terrain, obtained by performing structure from motion on the
set of copter’s aerial imagery.
Figure 9: Image feature matching performance
evaluation for different feature detectors and descriptors under different viewing angles
Figure 8: 3D Reconstruction of the terrain in
JPL’s Mars yard, by performing structure from
motion on the aerial imagery. The flight path of
the helicopter is shown on the map.

5.1

A2G Feature-Based Image Matching

Feature detection, description and matching are
essential components of localization algorithms
that rely on feature-based image matching. In a
Mars-like environment, with sparse salient features, viewing angle variations between aerial and
ground imagery can significantly impact the performance of feature-based image matching. Robust image feature detectors and descriptors enable the detection of discriminative local features

Extracted image features are then matched with
that of the reference image. Figures 9-(b) and (C),
represent the total number of corresponding features, and total number of inlier features respectively. For our dataset, the Speeded up robust features (SURF) [16] outperformed other methods
and provided the largest number of inlier image
features under all viewing angles.
Rover Localization in CGM: In this experiment
the objective is to establish rover localization on
the provided aerial map by capturing pictures of
the terrain and matching them against the provided aerial imagery. In the first step, as presented
in Figure 8, a high resolution map of the environment is obtained from helicopter’s aerial imagery.

In the next step, the relative location of the camera
in every aerial image is estimated using the structure from motion. The rover is then initialized at
a random location within the mapped area, and a
sequence of observations at random locations are
obtained as the rover traverses the terrain. As presented in Figure 10-(a), since no measurements
are available at time t = 0, particles representing
the initial state of rover are distributed uniformly
over the entire map, representing an equal likelihood for the rover to be at any location on the
aerial map. The ground truth location of the rover
is shown in the map.

6

CONCLUSION

In this paper, we discussed various challenges in
aerial to ground localization, including perceptual aliasing, significant view-point changes, and
handling feature-poor areas in a Mars-like environment. We studied the feasibility of A2G localization of a Mars rover in a Mars helicoptergenerated map from a relatively sparse sequence
of images. Specifically, we studied the A2G
image similarity evaluation embedded in a nonGaussian recursive filtering scheme, to enable a
robust localization.
For future work, we will evaluate the performance
of the proposed system on different terrain types
(sandy and smooth terrain, rocky terrain, and terrain with repetitive features), and under different
illumination conditions. In addition we will study
how active perception methods (e.g. POMDP-like
methods [23, 24]) can enhance the localization
performance by actively taking actions that lead to
higher perceptual information gain and ultimately
a higher situational awareness.
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